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Abstract

Maximum likelihood estimation is a fundamental and widely used method for estimating un-
known parameters. However, numerical instabilities arise when estimating highly correlated
parameters simultaneously. While strongly correlated parameters in two- or three-dimensional
spaces do not pose major difficulties due to their relatively easy geometric interpretability, this
quickly becomes problematic in higher dimensions, where a complex geometry severely deforms
the likelihood surface and hinders optimization convergence. In this thesis, the Matérn covari-
ance function is analyzed in terms of the correlation between its parameters. By exploring
the underlying information geometry, we want to find a reparametrization framework aimed at
decorrelating the parameters, thereby making the estimation both more efficient and also more
accurate.
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Chapter 1

Introduction

1.1 Motivation: Spatial Statistics in the Real World

Should I take an umbrella with me today? Will a light jacket suffice? Many people ask themselves
these questions every day. Nowadays, these questions are easily answered by checking the weather
forecast on a smartphone. These apps provide current conditions at an exact location and
predict changes over the next 24 hours. But what science lies behind these calculations? How
is it possible to accurately predict the seemingly unpredictable natural phenomenon of weather,
which depends on a multitude of latent factors?

The basis for these predictions is the framework of spatial and space-time processes: sets
of random variables indexed by both geographic location and time. In this thesis, we focus
specifically on Gaussian spatial processes. By definition, any finite realization sampled from
these processes follows a multivariate Gaussian distribution, allowing the joint field to be entirely
characterized by its mean function and covariance structure. The core of a Gaussian process is
its covariance function, which is defined by specific parameters. A widely used choice is the
Matérn covariance function. While its parameters are physically interpretable, they are difficult
to estimate in practice due to strong parameter correlation, which induces numerical instability
during optimization.

1.2 Gaussian Processes and Spatial Dependencies

Spatial data consists of observations where the measurement has a location as additional at-
tribute. This creates a dependency setting where the distance between points must be explicitly
modeled. This dependence is described by the covariance: typically, the smaller the distance
between two points, the higher the correlation between the two points.

In this section, we outline the foundational concepts of spatial modeling and Gaussian pro-
cesses. For a detailed and comprehensive overview of these structures, we refer to Furrer et al.
(2023).

Definition 1.1 (Spatial Process). A spatial process is a collection of random variables
{Z(s):s€ DR d>1}, (1.1)
where each Z(s) is a random variable at location s within the spatial domain D with dimension d.
Definition 1.2 (Sample Path). A realization of a spatial process, denoted by
{z(s;) : 81,...,8n € D},

is called a sample path and represents the observed data at specific locations.
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We say the locations s; are equispaced in D if they are arranged in a regular grid, where the lo-
cations are separated by a constant distance along each coordinate axis, i.e., s; = (Aiy,..., Aig)"
for some integers i1, ..., and a grid spacing A > 0.

The spatial process in Equation 1.1 is often defined through its joint distribution.

Definition 1.3 (Joint distribution). The joint distribution of a process Z is
Fo sn(v1,...50n) =P(Z(s1) <wi,y..., Z(sp) < vp),
where {s1,...,s,} is an arbitrary, finite subset of locations in D.

If the joint distribution is a multivariate Gaussian distribution for all finite subsets of loca-
tions, we call the process in Equation 1.1 a Gaussian process.

When making statistical inference about the parameters of the distribution, we use the log-
likelihood function, which evaluates the joint probability density function as a function of the
unknown parameters given the observed data.

Definition 1.4 (Gaussian Log-Likelihood). The log-likelihood for an observed (Gaussian) vector
z = (2(s1),...,2(s,))" is given by:

n 1 1 _
£(0) = —5 log(2m) — 5 log |2(0)] — 5zTQ(e) lz,

where ©(0) is the covariance matrix parameterized by the vector 6.

To infer the spatial process and ensure consistent parameter estimation, we often assume
second-order stationarity, meaning the mean is constant and the covariance depends only on the
distance vector (lag) h between locations.

Definition 1.5 (Second-order Stationarity). A process Z(:) is second-order stationary if:
1. E(Z(s)) = p for all s € D.
2. Cov(Z(s1),Z(s2)) = c(s1 — s2) for all s1,s9 € D.

The function ¢(-) is called the covariance function. A valid covariance function must be pos-
itive semi-definite, in order to ensure that the resulting variance is non-negative. The covariance
function dictates how information spreads across space. It determines not only the variance at
a given point, but also how observations across the spatial domain correlate with one another.

When working with spatial processes, it is often useful to decompose the process Z into
additive components:

Z(s) = pu(s) +Y(s) + €(s), (1.2)

where Y(+) is a zero-mean, second-order stationary spatial process with a continuous covariance
function, and €(-) describes the measurement error or white noise with zero mean. The term p(-)
describes the spatial trend, i.e., E(Z(:)) = p(-). In this thesis, we assume that the trend p(-) is
equal to zero.

If the data depends on both space and time, we can extend the spatial process to a space-time
process to further take temporal dependencies into consideration.

Definition 1.6 (Space-time process). A space-time process is a set data depending on location
and time

{Z(s,t):se DCcRYLteT CR,d>1},

where each Z(s,t) describes a random variable with associated location s € D and time point
t € T. The spatial domain D and temporal domain 7 are strictly separated to reflect their
differing physical nature.
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1.3 The Matérn Covariance Family

The Matérn covariance function is defined as:

1 (W\Y . [h
(s p,0%,v,7%) = Uzr(u) (p) K"(p) + 77 Loy, (1.3)

where p > 0 is the range, 0 > 0 is the (partial) sill, v > 0 is the smoothness, and 72 is the
nugget effect. The term K, denotes the modified Bessel function of the second kind of order v
(Matérn, 2013; Abramowitz and Stegun, 1964).

The Matérn covariance with smoothness v = 1/2 corresponds to the exponential covariance
function. In general, a smoothness value of v = 1/2 +n with n € N yields a covariance function
that can be expressed as the product of an exponential covariance and a polynomial of order n.

The four parameters of the Matérn covariance in Equation 1.3 are physically interpretable:

p: The range parameter controls the spatial scale of the process. A larger range causes the
spatial covariance to decay more slowly over distance.

e 02: The partial sill controls the strength of the correlation across the space. The higher
the sill, the higher the correlation of two nearby points.

e 1: The smoothness parameter determines the differentiability of the sample paths. For
example, v = 1/2 yields the rough exponential covariance, while v — oo results in the
infinitely differentiable squared exponential (Gaussian) covariance.

e 72: The nugget accounts for microscale variations or measurement error, capturing dis-

continuities at zero distance. It corresponds directly to the variance of the white noise
component €(-) in Equation 1.2.

e 02 + 72: The total sill defines the total variance of the process.

The concept of the practical range is frequently utilized to describe the effective reach of
spatial correlation. In other words, if two locations are closer than the practical range, then
they both influence each other, beyond this distance, they are essentially independent (one often
uses the point when the spatial dependence is reduced to 5% of its original strength). For
the exponential covariance (v = 1/2), the practical range is approximately 3 - p, whereas for a
smoothness of 5/2, the practical range is at 6 - p (see Figure 1.1). So the practical range is not
a linear function of the range, but also depends on the value of the smoothness.

While the specification in Equation 1.3 represents the standard interpretation framework,
alternative parameterizations of the Matérn covariance function exist. For instance, the inverse
range parameter o = 1/p is frequently used. Alternatively, the parameterization o* = v/2v/p is
used to stabilize the practical range across varying configurations of v.
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Figure 1.1: Matérn decay with smoothness v = {0.5,1.5,2.5}, range p = 0.1 and
partial sill 02 = 2. For these parameters values, the practical range is at ~ 0.3,0.475
and 0.6 respectively.

While these parameters are physically interpretable, they are often hard to estimate due to
strong internal correlation, which induces numerical instabilities during optimization.

1.4 Parameter Correlation and Identifiability

We assume that we know the underlying distribution of our data, but the corresponding pa-
rameters to this distribution are unknown and we have to estimate them. This procedure can
usually easily be solved with methods like maximum likelihood estimation. However, when we
have correlation within the parameters, this usually safe method can yield imprecise estimates
or even the same solution for several values of the parameters.

From a computational standpoint, strongly correlated parameters can lead to ill-conditioned
optimization problems, where the likelihood surface contains elongated ridges or flat regions.
In such situations, numerical optimization algorithms may struggle to identify the direction
of convergence, resulting in slow convergence or even failure of the optimization procedure.
Moreover, several parameter combinations can produce nearly identical likelihood values, yielding
unstable or non-unique estimates.

From a geometric standpoint, the likelihood surface of correlated parameters exhibits various
forms, such as elongated, tilted, or even disjoint elliptical contours, whereas the optimal form
for optimization features perfectly spherical contours, with the Maximum Likelihood Estimate
(MLE) located at the center. While strongly correlated parameters in two- or three-dimensional
spaces remain relatively manageable because the low-dimensional objective function can be read-
ily visualized and navigated by standard algorithms, optimization quickly becomes problematic
in higher dimensions. There, the complex geometry severely deforms the high-dimensional like-
lihood surface, creating narrow, winding ridges that frequently hinder optimization convergence.
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1.5 The Fisher Information

To quantify the dependency between parameters, we utilize the Fisher Information Matrix (FIM).
The FIM measures the amount of information that an observable random variable carries about
an unknown parameter vector 6.

Definition 1.7 (Fisher Information Matrix). The Expected Fisher Information Matriz for a
parameter vector @ is defined as the expectation of the second-order partial derivatives of the
log-likelihood function:

7(9) = —E [afa}c(e))] .

In contrast, the Observed Fisher Information Matriz is the negative Hessian matrix evaluated
at the MLE 6, for a specific realization of data:

82

J(6) = —H(f) = T

£(6)

where £(-) denotes the log-likelihood function.

The entries of the Expected FIM Z(8) of a zero-mean Gaussian random vector Z ~ N, (0, Q)
are calculated using the Trace Formula:

L (198100
Z0); = 5t <n 5.2 aej>‘ (1.4)

This formula assumes the mean g is known (or zero). If the mean is also estimated, an
additional term involving the mean’s derivatives would be required.

1.5.1 Geometric Interpretation

Geometrically, the FIM represents the curvature of the log-likelihood surface. A “sharp” peak in
the likelihood surface corresponds to high curvature (large eigenvalues of the negative Hessian),
indicating that the data provides precise information about the parameters. Conversely, a “fat”
likelihood surface results in a negative Hessian with small eigenvalues, signifying high parameter
uncertainty, as a flat curvature implies that the log-likelihood values are nearly invariant across
a large region of the parameter space. In such cases, the MLE becomes numerically difficult to
find, because a wide range of parameter values yield nearly identical likelihood levels near the
peak and thus making the exact location of the global maximum highly sensitive to numerical
optimization tolerances.

1.5.2 Statistical Precision and Asymptotic Normality

The FIM is fundamentally linked to the precision of our estimates through the Cramér-Rao Lower
Bound (CRLB, Rao, 1973). The CRLB states that for any unbiased estimator 0, its covariance
matrix is bounded below by the inverse of the FIM:

Var(0) > Z(0)~t.

In the context of Maximum Likelihood Estimation, this bound is reached asymptotically.
Under standard regularity conditions, the Maximum Likelihood Estimator is not only consistent
but also asymptotically normally distributed.

Remark 1.1 (Fisher regularity conditions). Consider a distribution with density function f(z;8)
with unknown parameter 8 € ©. Fisher regularity conditions hold if:
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1. The support of f(x;0) does not depend on ©.
2. The likelihood L(0) = f(x;8) is twice continuously differentiable with respect to 6.
3. The integral [ f(x;0)dz can be twice differentiated under the integral sign.

In a spatial setting, the data exhibit dependency structures that violate the typical indepen-
dent and identically distributed (i.i.d.) assumption. To ensure that the FIM grows informatively
as the sample size n grows, we must additionally assume an increasing-domain asymptotics
framework. Under this setting, the spatial domain D expands unbounded as n — oo, and the
sampling locations are restricted such that a minimum configuration distance between any two
locations is preserved, preventing the points from clustering within a bounded region.

Property 1.1 (Asymptotic Normality of the MLE). Under the Fisher regularity conditions, the
distribution of the MLE 0 centered around the true parameter vector 6y converges in distribution
to a mormal distribution as the number of observations n — 0o:

V(0 — 00) % N(0,Z(60)7Y),

where O is the true underlying parameter value.

1.5.3 Correlation Structure

The off-diagonal elements of the inverse Expected FIM, Z(8)~!, provide the theoretical asymp-
totic covariances between the parameters. We define the asymptotic correlation matriz by nor-
malizing these inverse elements:

Oy
VIZO DIGZ(0) 15

Corr(&i,ﬁj) = (1'5>

The primary objective of this thesis is to investigate the internal correlation structure of the
Matérn covariance parameters through the lens of the FIM. While the standard parameterization
of the Matérn process (range p, partial sill 02, smoothness v, and nugget 72) offers strong phys-
ical interpretability, it suffers from significant numerical instability during Maximum Likelihood
Estimation due to high parameter correlation. By analyzing the inverse FIM, this thesis aims
to quantify these dependencies and explore potential transformations. The ultimate goal is to
identify a reparameterization that reduces the correlation of the parameters, thereby transform-
ing the poorly conditioned likelihood surface into a more computationally tractable geometry,
ensuring more reliable and efficient spatial modeling.



Chapter 2

Methods

2.1 Geometry of the Data Points

The FIM is not solely a function of model parameters; it is intrinsically tied to the spatial con-
figuration of the sampling locations s, ..., s, € D. Since the covariance matrix €2 is constructed
from pairwise spatial distances h;; (defined as the standard Euclidean metric ||s; — s;|| within
our domain D C R?), the spatial density and arrangement of these points dictate the overall
information content of the data.

e Regular Grid: A regular grid provides uniform spatial coverage across the domain, en-
suring that the whole space is well captured. However, grids inherently suffer from an
inflexible distance distribution. Because the pairwise distances h;; are highly repetitive
and restricted to discrete multiples of the fixed grid spacing, the matrix completely lacks
the continuous spectrum of exceptionally short-range distances. This absence makes it
particularly challenging to precisely estimate small-scale parameters, most notably the
smoothness parameter v, which dictates the local differentiability of the spatial process.

e Randomly Distributed Locations: Randomly distributed locations exhibit spatial stochas-
ticity, creating an uneven sampling layout characterized by high-density clusters alongside
relatively sparse regions. Clusters are highly informative for estimating fine-scale param-
eters such as the nugget effect 72 and the smoothness v, as they yield numerous distinct
pairwise observations at very short spatial lags where spatial correlation is strongest. But
also sparse regions contribute crucial information for precise parameter estimation. While
large pairwise distances are inherently present across any spatial design spanning the en-
tire domain D, observations residing within sparse windows are isolated from immediate
neighbors. Because the Matérn covariance function asymptotically decays toward zero as
distance increases, these isolated observations behave as stochastically independent vari-
ables. Consequently, they contribute heavily to estimating the global process variance
(sill 02) but offer virtually no localized information regarding the spatial scale parameter

(range p).

e Perturbed Grid (Jittered Design): To unite the trade-offs of the previous configurations, a
perturbed grid is utilized in spatial design. This approach begins with a regular grid and
applies a small, localized random displacement (jitter) to each coordinate. The resulting
geometry preserves the uniform global coverage required to capture large-scale trends, while
simultaneously generating a continuous spectrum of short-range distances. This hybrid
setting allows for the stable and simultaneous estimation of both large-scale parameters
like the sill and range, and sensitive small-scale parameters like the smoothness.

7
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2.2 Local Decorrelation with Eigendecomposition

While the standard parameters (p, o2, v, 72) are physically interpretable, the high off-diagonal
values in the normalized inverse FIM (the correlation matrix) indicate that they are not the
“natural” coordinates for the likelihood surface. To find a coordinate system where the parameters
are locally independent, we can employ an eigendecomposition of the inverse FIM.

2.2.1 Observed vs. Expected Whitening

The process of transforming a vector of correlated variables into a new set of uncorrelated com-
ponents with unit variance is known as a whitening transformation (Friedman, 1987). In our
context, we apply this decorrelation to the parameter coordinates by utilizing the local geometry
defined by the FIM.

We distinguish between transformations based on the Observed FIM J (é) (specific to one
data realization) and the Ezpected FIM Z(0) (the average over all realizations). Both matrices
are symmetric and positive-definite, allowing for an eigendecomposition.

Definition 2.1 (Observed whitening). Centered at the MLE 0, the observed whitening trans-
formation standardizes the parameters based on the specific curvature of the realized likelihood:

n=A;"QJ6-6), (2.1)

where 771 = QA JQ} is the eigendecomposition of the inverse Observed FIM J (é)*l. Here,
Q. denotes the orthogonal matrix of eigenvectors and A represents the diagonal matrix of
corresponding eigenvalues.

Definition 2.2 (Expected whitening). The expected whitening transformation standardizes the
parameters utilizing the global, theoretical information structure. It incorporates a diagonal
scaling matrix D = diag(Z(€)) to normalize individual parameter variances prior to rotation:

n=A;"°Q/D"/%, (22)

where Z(07 1) = Q;A;Q] is the eigendecomposition of the inverse Expected FIM Z(0)~1, Q; is
the orthogonal matrix of eigenvectors, and Ay is the diagonal matrix of its eigenvalues.

2.2.2 The 2-Point Analytic Approximation

To bridge the gap between local whitening and a general reparameterization, we analyze a simpli-
fied two-point scenario. Consider a single spatial lag distance x (representing the mean distance
h) under an exponential covariance configuration (v = 1/2). The resulting covariance matrix of
the process Z for this two-point system is given by:
2 2 —ax
o oe
Q= (0_26—ax 0,2 ) ’ (23)
where a = 1/p. By applying the trace formula (1.4) to this 2 x 2 system, we can derive the
analytical entries of the FIM:
(14 e2v@) 2 —2z
Ia a = 9. N9 Iy o2 = T5/1 _oma?
) (€2xa _ 1)2 a,o 0-2(1 _ e2xoz)
Inverting this FIM yields the asymptotic parameter covariance matrix, which explicitly details
the theoretical (co-)variance between the inverse range a and sill 02 as a direct function of the
spatial distance x:

I

2 52 =
g g )
’ o 4

2
—2za 2xo _
e (e 1) _ o2 _e—2ma,2
P
Cov = x ) 2z X
02 _e—2tay2 e T (1+e m)cf

2x 4
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And by normalizing the covariance, we obtain the theoretical correlation:

_ e—xa
Corr = 1,m VifeTive ) (2.4)
“Virems L

Notice that in Equation 2.4 the correlation (for the exponential covariance) does not depend
on the partial sill o2, but only on the range p.

This serves as the foundation for a whitening transformation for the exponential covariance
that depends only on the mean distance of the locations rather than the data itself.

2.3 General Reparameterization and the Jacobian Matrix

While eigendecomposition offers a “perfect” local decorrelation, it is very much dependent on
the underlying data. We therefore seek a general (global) transformation n = ¢(0) that is
independent of the specific data realization. To understand how such a transformation affects
the estimation process, we further analzye the Jacobian Matrix.

Definition 2.3 (Jacobian Matrix). Let ¢ : © — H be a differentiable mapping from the original
parameter vector 8 to the new parameter vector m. The Jacobian matriz J is defined as the
matrix of all first-order partial derivatives:

261 961
&, .. ¢

BL) n Tk

M\ oo 9,

Ph ... g

The FIM in the new coordinate system 7, denoted as Z,(n), is related to the original matrix
Zy(0) through the following transformation:

T,y(n) = I 1y(6)J. (2.5)

Equation 2.5 implies that if the Jacobian J is purely a diagonal matrix, the transformation
scales the parameters independently but fails to alter their intrinsic cross-correlation structure.
For example, the inverse range parameterization v = 1/p yields a diagonal Jacobian and thus
leaves the underlying correlation between parameters intact. To structurally decorrelate the
parameters, we must seek a non-linear transformation that yields a non-diagonal Jacobian J.

Our objective is to find a function ¢(@) such that the resulting matrix Z,(n) is as close to
a diagonal matrix as possible across the entire parameter space. If Z,(n) is strictly diagonal,
the parameters are orthogonally reparameterized. In this ideal state, the likelihood surface is
no longer a “tilted ridge” but is aligned with the axes of the new parameters 7;, improving the
convergence and reliability of optimization algorithms.

By analyzing the structure of the inverse FIM obtained in Section 1.5, we can propose candi-
date transformations and use the Jacobian to verify if they successfully reduce the off-diagonal
correlation terms.

2.4 Optimization in R

Recalling the ultimate objective of this thesis, which is to identify a parameter transformation
that facilitate a more efficient optimization of the Matérn covariance parameters. Every simula-
tion, optimization and computation in this work is done with the programming language R (R
Core Team, 2025). To evaluate the success of a transformation, we must establish a framework
for measuring optimization performance and observing the behavior of the likelihood surface to
decide whether the transformation fulfills our expectations or not.
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2.4.1 The L-BFGS-B Algorithm

In this thesis, Maximum Likelihood Estimation is performed using the default method from
the optim() function, that is the “L-BFGS-B” algorithm originally introduced by Byrd et al.
(1995). This is a quasi-Newton method specifically designed for high-dimensional optimization
where parameters are restricted to specific ranges. It approximates the Hessian matrix of the
log-likelihood to determine the optimal search direction.

2.4.2 optim() vs. optimParallel()

Standard optimization in R is typically conducted via the optim() function. optim() operates
sequentially and provides limited output regarding the internal trajectory of the search, usually
returning only the final estimate and the total number of function evaluations. To gain a more
granular understanding of the optimization dynamics, we utilize the optimParallel R-package
(Gerber and Furrer, 2019). This tool provides two distinct advantages for this thesis:

e Computational Efficiency: It enables the parallel evaluation of the objective function and
its gradient across multiple R worker processes (clusters), significantly reducing the time
required for spatial models with large covariance matrices.

e Optimization Trajectory: Unlike the standard optim() function, optimParallel() can
be configured to log the specific parameter values tested at every iteration, giving us a
“optimization path” up to the MLE.

2.4.3 Starting Value

The convergence of the L-BFGS-B algorithm is sensitive to the choice of the initial parameter
vector, Ogtart. In simulation studies, it is common practice to initialize the optimizer at the true
parameter values 6 to verify model consistency. However, real-life applications, one usually does
not know the true underlying parameter value, so it is necessary to evaluate the algorithm’s per-
formance when starting from values significantly distant from the MLE. A critical methodological
challenge arises when comparing the efficiency of the original parameterization against a trans-
formed space. Because for non-linear reparameterizations, the “distance” in the parameter space
is not preserved under transformation. For example, a starting point that appears moderately
distant in the original space may be mapped significantly closer to (or further from) the MLE
in the transformed space. This non-linearity could inadvertently “favor” one parameterization
by providing a more advantageous starting position for the optimizer. To ensure a valid com-
parison, the selection of initial values must account for this geometric distortion, ensuring that
the optimization paths in different coordinate systems begin at an equivalent level of “difficulty”
relative to the likelihood peak.

2.4.4 Control Parameters

In simulation studies, we must address the computational cost of the optimization process. Even
when utilizing the parallel processing capabilities of optimParallel (), evaluating the Gaussian
log-likelihood for large covariance matrices remains computationally demanding. This necessi-
tates an investigation into whether adjusting the algorithm’s control parameters can provide a
more efficient balance between numerical precision and execution time. The “L-BFGS-B” method
used in this thesis relies on two primary control parameters: factr and pgtol. The parameter
factr is particularly critical as it determines the convergence threshold based on the reduction of
the objective function relative to machine tolerance. The default precision value for factr is 107,
which corresponds to a tolerance of approximately 1078, Increasing the value of factr allows the
algorithm to terminate earlier by accepting a “looser” convergence. If the resulting parameters
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deviate too far from those obtained via the default settings, the gain in computational efficiency
is deemed insufficient for the needs of this thesis.
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Chapter 3

Results

3.1 Optimization with OptimParallel

To evaluate the practical challenges of estimating Matérn parameters, we first conduct a numer-
ical analysis of the optimParallel() function from the optimParallel R-package. This allows
us to observe behavior of the computed estimates under varying conditions. For all simulations
in this subchapter (Section 3.1), we draw 50 independent realizations of n = 144 samples from
a Gaussian process with mean zero and a Matérn covariance function. The true parameters
are set to p = 0.1, 02 = 1.2, v = 1.5 on a [0, 1] x [0, 1] domain, unless otherwise stated. For
this parameter configuration, the practical range is at ~ 0.41. We use the covariance functions
from the R-package spam (Furrer et al., 2026) to generate the data and visualize one dataset in
Figure 3.1.

3.1.1 Varying the Underlying Data

To visualize how maximum likelihood estimation depends on the specific realization of the under-
lying data, we calculate the Maximum Likelihood Estimate (MLE) for each dataset and visualize
the results in a pairs plot to analyze the estimated parameters. In this simulation, we use a nugget
effect of 72 = 0.05. The plot is color-coded by the number of iterations the optimization required:

o _| . 1.0 ©
© 05 © 1
.o, 0605 | 0
< | Y.
S 10 I 4 -1
’ -15
T . -2.0 7 2
o ) ek -2.5 S .
o [ [ [ I I o [ [ [ I I
00 04 08 00 04 08

Figure 3.1: Uniformly distributed locations (left panel) and grid-like locations (right
panel) on a 1x1 space.
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Figure 3.2: Pairs plot of 50 estimated Matérn parameters. Warm colors indicate that
the optimization required a high iteration count, cool colors indicate it needed a low
iteration count. The grey lines indicate the true parameter value and the grey cross
indicates the mean of the estimates.

cool colors indicate a low count, while warm colors indicate a high count.

Figure 3.2 illustrates the difficulty of estimating 4 parameters simultaneously; depending on
the underlying dataset we obtain wide ranges of parameter estimates. We further see a slight
positive correlation between the estimated range and partial sill parameters and a negative
correlation between the estimated range and smoothness parameters; a high estimate for the
range often yields a high estimate for the partial sill and a low estimate for the smoothness.
Overall, the estimated range parameters fall within the interval [0.05,0.22] with a mean of 0.1.
The estimated sill parameters range from 0.57 to 2.3 with a mean of 1.21. The estimated
smoothness parameter are estimated within the interval [0.9, 4.03] with a mean of 1.91 and the
nugget within [0.02, 0.09], with the average at 0.05. The fastest process required 19 iterations,
while the longest required 84, with a median at 43.
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3.1.2 Range-Sill Correlation

Visualized in Figure 3.2, the range and partial sill parameter are known to be positively correlated
in the Matérn covariance. We thus want to go analyze this parameter pair further; we optimize
for 50 simulations the range and partial sill, while the smoothness and nugget are fixed. For this
simulation, we set true nugget parameter 72 to be 0, the other parameters remain the same.
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Figure 3.3: Left plot: Estimated range and sill parameters for 50 datasets. Warm
colors indicate that the optimization required a high iteration count, cool colors indicate
a low iteration count. The grey dashed line is the linear model fitted to those estimates.
Right plot: Likelihood surface of various range and sill combinations.

The simulations in Figure 3.3 show that the estimated range parameters fall within the
interval [0.08,0.13] with a mean of 0.1. The estimated sill parameters range from 0.57 to 2.09
with a mean of 1.2. As noted above, we observe a strong positive correlation between the range
p and the sill 02. An under- or overestimation of the range typically leads to a corresponding
under- or overestimation of the sill. For example, the largest estimated range of 0.13 was coupled
with a sill of 2.09, while the smallest estimated range of 0.08 yielded a sill of 0.72. The correlation
can also be computationally derived; the range and partial sill parameter have on average an
observed correlation of 0.44, derived by their observed FIM as in Equation 1.5 and a theoretical
correlation of 0.51 computed as in Equation 1.4.

3.1.3 Varying the Underlying Locations

Optimization results depend not only on the data values but also on the spatial distribution
of the sampling locations as discussed in Section 2.1. We investigate this by comparing the
previous uniform sampling to an equispaced grid in the space [0,1] x [0, 1] with a spacing of ~
0.09, resulting in total 144 grid-points, see right panel of Figure 3.1.
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Figure 3.4: Pairs plot of 50 estimated parameters sampled from equispaced 1x1 grid.
Warm colors indicate that the optimization required a high iteration count, cool colors
indicate a low iteration count. The grey lines indicate the true parameter value and the
grey cross indicates the mean of the estimates.

Following the same procedure as in Section 3.1.1, we calculate the MLE for 50 datasets and
present the results in Figure 3.4. The estimated range parameters for the grid-style sampling are
in the interval [0.05,0.18] with a mean of 0.1, while the sills are in the interval [0.73,2.17] with
a mean of 1.19. The smoothness parameter is estimated to be in the interval of [0.64, 5.82], with
an average 2.24 and the nugget is in the interval of [0,0.17], with the mean at 0.05. The fastest
optimization required 12 iterations, the longest 123, and the median was 43.5.

These results suggst that for this specific configuration, the choice between uniform and
grid-style locations does not yield a significant different on average for the range, partial sill
and nugget parameters. However, for the smoothness parameter it seems that the uniformly
distributed locations performed better. Also in terms of computational efficiency did the uni-
formly distributed locations perform better. Based on these results, we continue using uniformly
distributed locations for the remaining simulations.
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3.1.4 Sensitivity to Convergence Tolerance

To adress Section 2.4.4, we want to find the optimal balance between numerical precision and
execution time and adjust the control parameter factr, which dictates the termination criteria
for the L-BFGS-B algorithm. We compare the estimated parameters, computed with the factr
value of 108, 10°, and 10'°, against the estimates computed with the default value of 107.

We first optimize the range and partial sill with different values for the factr parameter, and
fix the values for smoothness and nugget. We set the nugget to be 0 and the other parameters
remain as before. We use a sensitivity threshold of 1%; if the estimates computed with a looser
factr value deviate more than 1% from the estimated obtained with the factr value 107, we
classify it as a deviation. We further visualize the absolute differences between the parameter
estimates obtained with the looser factr values and those obtained with the default setting using
a pairs plot, where colors and symbols indicate the corresponding factr value.

0.00 0.10
I I I I
o o)
o o B
[~ ™
P - S
o o | ©
o) - o
O O e I
_ 09 oo o
o
S 2
o
o 0) o
o & -
o 4P I\ (90 4 AMdalei
s B 4 - o
kD oy o
v i
- 03 | 9
= 4 =2 0 |
o o o o 4y: .
8 o o #Hiterations -
L
|
E -
- ™
T T T T 1 T T T T T 1 [
0.000 0.003 -30 -20 -10 0

Figure 3.5: Absolute differences of the parameter (range and sill) estimates and iter-
ation count obtained with the looser factr values and those obtained with the default
setting. Blue circles indicate factr value of 10'9, red triangles indicate 10? and green
crosses indicate 108.

As illustrated in Figure 3.5, we see that the number of iteration decreases as we increase the
value of factr; the average iteration count for the default is at 18.62, whereas the optimization
with factr value of 108 needed on average 17.28, 10? needed 13.46 and 10'° needed 12.18.
However, as the factr parameter increases, the estimated ranges and sills have a larger absolute
difference to the estimates computed with the default value. The results in Table 3.1 support
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Table 3.1: How many times do the estimated parameters calculated with a looser
factr value deviate from the estimates computed with the default value factr = 107
with a sensitivity of 1% relative to the default. The lower rows categorize datasets by
the exact number of simultaneous parameter deviations.

factr=1e8 | factr=1e9 | factr=1el0
Mean iterations 17.28 13.46 12.18
P 0 0 3
o’ 0 2 5
Exactly 1 parameter deviating 0 2 2
Both parameters deviating 0 0 3

this observation. A factr value of 1019 resulted in a total of 8 deviations from the default

(factr = 107), with the estimated ranges and sills deviating 3 and 5 times out of 50, respectively.
To account for the intrinsic correlation between parameters, we also record the number of datasets
where parameters deviate simultaneously. At a factr value of 10'0, both parameters deviate
from the default in 3 datasets, whereas exactly one parameter deviates in 2 datasets. While this
looser setting was 52.9% faster than the default, the corresponding loss in accuracy is likely too
restrictive for high-precision studies.

With factr set to 107, the estimates deviated 2 times from the default, with an average of
13.5 iterations (an efficiency gain of 38%). Finally, factr = 10® showed the highest accuracy,
deviating 0 times. Both parameters deviate from the default in 0 datasets, whereas exactly one
parameter deviates in 2 datasets. While it required on average 3.82 more iterations than the 10°
setting, it achieved an accuracy of 100% relative to the default.

We can propose the factr value of 108 or even 10° for the estimation of 2 parameters as
a candidate to improve computational efficiency; in thesis we continue with the value 108 for
the estimation of two parameters. But as the simultaneous optimization of 4 parameters pose
in general more difficulties, a factr value other than the default might not be sufficient. We
therefore repeat the simulation above, and optimize 50 times the range, partial sill, smoothness
and nugget simultaneously for different values of factr. As the factr value of 10'° does not
yield satisfying results for 2 parameters, we leave this value out completely for this simulation
and focus on factr values 108 and 10° and compare the estimates to the default value of 107.

Table 3.2: How many times do the estimated parameters calculated with a looser
factr value deviate from the estimates computed with the default value factr = 107.
We have a deviation when the absolute difference exceeds the threshold of 1% and 10%
respectively. The lower rows categorize datasets by the exact number of simultaneous
parameter deviations.

sensitivity = 10% sensitivity = 1%
factr = 1e8 | factr = 1e9 | factr = 1e8 | factr = 1e9

Mean iterations 38.64 31.86 38.64 31.86
p 0 1 3 11
o’ 0 0 1 6
v 0 1 3 11
2 0 0 1 9
Exactly 1 parameter deviating 0 0 0 0
Exactly 2 parameters deviating 0 1 1 1
Exactly 3 parameters deviating 0 0 2 )
All 4 parameters deviating 0 0 0 )
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Figure 3.6: Absolute differences of the estimated Matérn parameters optimized with
a looser factr value and those optimized with the default factr value and difference in
number of iterations. Blue circles indicate factr value of 10? and red triangles indicate
108.

In Figure 3.6 we see that optimization over 4 parameters is much more complex and requires
more computation, as the estimates seem to deviate much more from the default. Also Table 3.2
supports this claim: using a sensitivity of 1% relative to the default, the estimated parameters
computed with factr value of 10% deviate 8 out of 200 times, where for 0 datasets all 4 parameters
deviate simultaneously from the default, for 2 datasets 3 parameters, for 1 datasets 2 parameters
and for 0 datasets 1 parameter.

For a value of 10°, using a sensitivity of 1%, we have in total 2 deviations, where for 5
datasets all 4 parameters deviate simultaneously from the default, for 5 datasets 3 parameters,
for 1 datasets 2 parameters and for 0 datasets exactly 1 parameter.

The computational efficiency increased 41% for the factr value of 10°, but the precision
suffers too much for a trade-off. However, for the factr value of 10%, the optimization is 16%
faster and the estimates remain relatively precise. A factr value of 10® is a possible candidate
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to more efficiently estimate parameters, but we resume with the default value of 10”7 for the
simultaneous estimation of 4 parameters.

3.1.5 Influence of Initial Values

We further investigate the impact of the starting point @44+ on the convergence path as discussed
in Section 2.4.3. To see how the optimization process changes as we change the initial value,
we compare three initializations: the true parameter 0, a “relatively large” value (56), and a
“relatively small” value (6y/5); we later refer to these as true, large and small parameter value
respectively.

10 15 20
N
—
o
o
—
o
[ee]
=
o
o |
N
0 |
—
o |
—
. O
Lo
. O
™
| O
—

0.08 0.10 0.12

Figure 3.7: Pairs plot of 50 estimated parameters range and sill and with a small,
large and true parameter as initial value for optimization. Blue circles indicate true,
red triangles large and green crosses small initial parameter value.

As visualized in Figure 3.7, using the true parameter (blue) as the starting point results in an
average of 18.6 iterations and a median of 17.5. Initializing at the large parameter (red) increases
the average iteration count to 24 and median iteration count to 21.5, while the small starting
point (green) requires on average 25.6 iterations with a median at 22. Rather surprisingly, the
small initial value requires slightly more steps than the large initial value, even though the
absolute distance to the true parameter value is smaller for the small initial value than for the
large. In terms of precision, all three initializations yield the same estimates.
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Figure 3.8: Optimization paths for 50 simulations initialized at the true (top-left),
small (top-right) and large (bottom-left) parameter values. The color gradient indicates
the iteration progress, transitioning from cool colors at the early stages of the path to
warm colors as the algorithms converge toward the respective MLEs. And all paths on
top of each other (bottom-right).

Visual analysis of the optimization paths in Figure 3.8 reveals that the optimizer approaches
the MLE via distinct trajectories depending on the initialization. The estimation paths initial-
ized at the true parameter values (top-left panel) show that the optimizer initially explores the
boundary values before converging toward the MLE. For the optimization initialized at small pa-
rameter values (top-right panel), the algorithm first explores higher range values while keeping
the sill relatively constant; once the appropriate range-sill ratio is established, it moves upward
toward the optimum. Conversely, for the large initial values (bottom-left panel), the first two
iterations along the optimization paths are nearly identical: the path initially increases the sill
while keeping the range fixed, followed by a phase where the sill is fixed and the range is de-
creased. Once the correct range-sill ratio is located, the path decreases toward the MLE. Finally,
the bottom-right panel overlays the three scenarios to compare their trajectories directly. Unsur-
prisingly, the optimization process initialized at the large starting point explores a much wider
region of the parameter space before converging. However, both the true and small initializations
produce individual paths that explore extremely large range values, even surpassing any value
visited by the optimization paths that began at the large starting point.
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3.2 Numerical Approach

To analyze the topology of the likelihood surface and the resulting parameter correlation, we ex-
plore the whitening transformation on the range (p) and sill (02) parameters as in Section 2.2.1.
The goal of these transformations is to reduce the numerical coupling between parameters, poten-
tially improving optimization stability and convergence. Throughout this section, we maintain
the true parameter values at p = 0.1, 02 = 1.2, v = 1.5, and 72 = 0.

3.2.1 Observed Whitening Transformation

To address the parameter coupling more directly, we first employ the whitening approach to
locally decorrelate the parameters as defined in Definition 2.1. In this procedure, we first compute
the MLE for a given dataset and evaluate the Hessian matrix (observed FIM) at the optimum.
We then perform an eigendecomposition of the covariance matrix, which is the inverse Hessian,
to identify the principal axes of the likelihood surface. By transforming the parameters using
the resulting eigenvectors and eigenvalues, we achieve local decorrelation at the MLE.
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Figure 3.9: Likelihood surface of loaclly decorrelated parameters with whitening trans-
formation based on the observed FIM.

The effectiveness of this approach is verified by inverting and normalizing the Hessian of
the transformed parameters, which yields a diagonal matrix (indicating zero correlation). In
terms of performance, the optimization using no transformation required 18 iterations, while the
transformed parameterization required 5 iterations. Also in Figure 3.9 we see that around the
MLE we have a almost perfectly circular likelihood surface. For larger (transformed) values
and 72, we see that the likelihood is slightly tilted.
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3.2.2 Mean Whitening Transformation

Addressing the circular dependency of the observed whitening transformation, we want to develop
a more general approach. We propose a static transformation based on averages; we simulate
50 datasets under the true parameter configuration, estimate their respective MLEs and covari-
ance matrices and calculate the an average MLE and average covariance matrix based on these
datasets. We then compute the eigensystem of the averaged covariance matrix to construct a
mean-whitening transformation.
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Figure 3.10: Likelihood surface of parameters transformed with a whitening approach
based on the eigensystem of the average covariance matrix of several datasets.

As illustrated in Figure 3.10 (left panel), the resulting likelihood surface is almost perfectly
spherical, with the MLE centered within the contour lines. The whitening approach based on
the averaged covariance matrix of 50 simulations successfully captures the structural variabil-
ity of these baseline data realizations. However, when applying this fixed transformation to a
independent dataset generated with different underlying true parameter values, the geometric
generalization fails. As shown in the right panel of Figure 3.10, the likelihood surface exhibits an
elliptical form with a positive tilt, which is abruptly truncated along a sharp diagonal boundary.
Beyond this edge, the parameters map outside their valid mathematical domain (i.e., violating
non-negativity constraints of the Matérn parameters), causing the likelihood to drop instantly
to zero with no smooth transition. This behavior highlights the instability of a generalized
whitening approach; minor shifts in the transformed parameter space can cause an abrupt jump
from a high likelihood to an undefined parameter region. Furthermore, the observed parameter
correlation derived from the inverse Hessian is -0.18 for the data that was used to build the
transformation, but shifts to 0.72 for the new dataset with different true parameter values. This
difference indicates that the whitening transformation is highly sensitive to the specific covari-
ance structure it is derived from. Consequently, a static, averaged whitening transformation fails
to generalize reliably across varying data realizations with differing true parameters.
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3.3 Analytical Approach

To construct a reparameterization framework that operates independently of prior MLEs and
thereby circumventing the intrinsic circular dependencies of empirical methods, we shift our
focus toward a global, analytical strategy. This approach systematically evaluates the parameter
correlation by examining the algebraic structure of the Expected FIM.

Throughout this section we again work with uniformly distributed n = 144 samples from a
Gaussian process with mean zero and a Matérn covariance function, with the parameters set to
p=0.1,02=12v=150na[0,1] x [0,1] region, unless otherwise stated.

3.3.1 Expected Fisher Information for Two Points

To circumvent the requirement of evaluating the empirical Hessian matrix at the MLE to con-
struct the whitening transformation, we implement the expected correlation whitening framework
introduced in Definition 2.2. This approach utilizes the analytical derivation of the Expected FIM
under the two-point approximation outlined in Section 2.2.2. We visualize the resulting trans-
formed log-likelihood surface via an intensity contour plot and analyze its underlying geometric
parameters.

As visualized in Figure 3.11, the transformation appears to yield a spherical likelihood surface
directly around the MLE, but with a negative tilt towards larger values of 7 and 7. Despite
relying strictly on an analytical Expected FIM computed for an exponential covariance (v = 0.5),
the empirical correlation between the transformed range and partial sill parameters drops to -0.59
from originally 0.94.

However, a major theoretical and practical limitation of this framework lies in the construc-
tion of the diagonal scaling matrix D—'/2. Computing these standard error scales requires eval-
uating the analytical information matrix using the true parameter vector 8. Consequently, while
the structural rotation stabilizes the local geometry, the transformation remains non-operational

N2

N1

Figure 3.11: Likelihood surface of parameters transformed based on the analytical
derivation of the Expected FIM.
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for general simulations and optimizations because it implicitly depends on the target values it
alms to estimate.

3.3.2 Log-Transformation

Recognizing the inherent instability and parameter- and realization-dependency of the various
whitening approaches, we shift our focus toward a global, numerically robust transformation.
Rather than attempting to dynamically decorrelate the parameters at the expense of optimization
stability, this alternative formulation prioritizes securing the parameter space and improving the
conditioning of the search surface.

Specifically, we apply a natural log-transformation to the range p and partial sill o2. Because
these parameters are strictly positive (p, 02 € R*), mapping them to the log-scale (log p,log o? €
R) automatically satisfies their positivity constraints. This transformation effectively converts a
constrained optimization problem into an unconstrained one.

log (0%)
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1.0

I I I I
-3.0 -2.5 -2.0 -15

log (p)

Figure 3.12: Likelihood surface of log-transformed parameters.

In Figure 3.12 we see that while the log-transformation constrains the search space, the
likelihood surface still exhibits a 45-degree tilt, indicating that the parameters remain highly
correlated. From a theoretical standpoint, the intrinsic correlation structure is preserved as the
log-transformation results in a diagonal Jacobian matrix. This is confirmed by our numerical
results: the computed correlation remains at 0.94 for both the untransformed and the log-
transformed parameterizations.
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3.3.3 General Trace Formula and Parameter Sensitivity

To construct a more goal-oriented transformation that directly addresses parameter coupling
without relying on empirical realizations, we investigate the analytical behavior of the underlying
FIM. By utilizing the trace formula for multivariate Gaussian distributions as in Equation 1.4,
we can explicitly incorporate the range p, partial sill 02, smoothness v, and nugget effect 72
into the information landscape. Through the Jacobian transformation property of the FIM
as in Equation 2.5, we can efficiently derive the theoretical parameter correlations under any
proposed transformation of interest. Crucially, this analytical framework allows us to quantify
the expected correlation structure directly, bypassing the need for computationally expensive
simulations or numerical optimization. To evaluate the overall degree of parameter coupling
across the parameter space, we use the total absolute correlation, defined as the sum of the
absolute values of all off-diagonal elements in the resulting correlation matrix. We use this metric
to compare several transformations in terms of their theoretical intrinsic correlation. While this
approach still requires a distance matrix defined by specific locations in order to construct the
FIM, it provides an theoretic, simulation-free diagnostic tool to assess and optimize the geometric
stability of a given transformation.
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Figure 3.13: Absolute correlations for “standard” Matérn parameterization for various
values for the range, sill and smoothness and fixed value for the nugget (=0.05). Each
plot uses a different value for the sill, each line stands for a different value of the range
and the x-axis indicates which value for the smoothness is used. The dashed line shows
the mean over all range and smoothness values for the fixed sill in the respective plot.

Under the “standard” parameterization 8 = (p,02,v,7%) as in Definition 1.3, we analyze
the total correlation for varying ranges, partial sills and smoothness values, with nugget fixed
at 72 = 0.05. Visualized in Figure 3.13 we see for 4 different values of o2 (€ {0.5,1,2,3}) a
plot with the absolute correlation over all parameters depending on the smoothness v, where
each line stands for a different range value (€ {0.1,0.15,0.2}). The mean over all range, sill
and smoothness combinations for the standard parameterization is 2.7. We further see that the
absolute correlation slightly decreases as the sill increases and the overall absolute correlation
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decreases as the smoothness increases. Moreover, higher values for the range often yield a lower
absolute correlation.

3.3.4 Sill-Nugget Ratio Parameterization

We next examine an alternative parameterization frequently used in spatial statistics, which
focuses on the total variance and the ratio of the nugget to the partial sill:
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As described in Section 2.3, we calculate the theoretical correlation between the parameters
with the help of the FIM of the standard parameterization and the Jacobian of the transformation

J;, which is:
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Figure 3.14: Absolute correlations for sill-nugget ratio parameterization for various
values for the range, sill and smoothness and fixed value for the nugget (=0.05). Each
plot uses a different value for the sill, each line stands for a different value of the range
and the x-axis indicates which value for the smoothness is used. The dashed line shows
the mean over all range and smoothness values for the fixed sill in the respective plot.

By utilizing the total sill (02 4 72) instead of treating the partial sill and nugget as indepen-
dent additive components, this parameterization aims to decouple the variance components. As
illustrated in Figure 3.14, while the absolute correlation remains low for a smoothness value of
v = 0.5, it increases with higher smoothness values. Lower values for the range yield an overall
lower absolute correlation, whereas the partial sill does not have a large impact on the overall
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correlation. However, this approach yields on average a higher correlation across the parameter
space compared to the standard Matérn parameterization, with an overall mean of 3.56.

3.3.5 Sill-over-range Transformation

Given the high correlation observed between the range and the partial sill, we propose a trans-
formation designed to specifically target this pair without increasing correlations between other
parameter pairs. We call this transformation sill-over-range transformation:

2
n= (0-70-251/’7-2) .
1%

Again, we calculate the theoretical absolute correlation with the help of the Jacobian of the
transformation J,:

_n2

m

0

J, = 0
0

o o I
orR O O
— o o o

Figure 3.15 shows that the sill-over-range transformation yields an average absolute correla-
tion of 2.3, which is on average lower compared to the standard and sill-nugget ratio parame-
terization. The likelihood surface of this sill-over-range transformation for the parameter pairs
m = o2/pand ng = 02, m = 0?/p and 13 = v and 7y and 73 are shown in Figure 3.16 and the
corresponding calculated correlations are 0.33, 0.79 and 0.26 respectively.
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Figure 3.15: Absolute correlations for the sill-over-range transformation for various
values for the range, sill and smoothness and fixed value for the nugget (=0.05). Each
plot uses a different value for the sill, each line stands for a different value of the range
and the x-axis indicates which value for the smoothness is used. The dashed line shows
the mean over all range and smoothness values for the fixed sill in the respective plot.
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Figure 3.16: Likelihood surfaces of sill-over-range transformation for n; = p/c?, sill
o2 and smoothness v combinations. Here, the nugget 72 is fixed at 0.

We estimate the parameters for 50 datasets where the parameters are transformed with
the range-over-sill transformation and compare it to the values that were estimated using no
transformation. Figure 3.17 illustrates that both approaches yield the same estimates for range
and partial sill. However, 38 out of 50 optimizations based on the transformed parameters have
a lower iteration count, 0 have the same number of iterations, and for 12 the optimization based
on the untransformed parameters have a higher count. On average, the optimization based on
untransformed parameters needs 18.62 iterations, whereas the transformed parameters need 15.6
iterations. This is an decrease of around 16%, which indicates that the optimization based on
the transformed parameters is more efficient.

Summarized in Table 3.3, with a fixed the partial sill of 02 = 1, we determine that the sill-
over-range transformation provides a more stable surface for numerical optimization compared to
standard configurations, as the absolute correlation seems to have decreased over all parameter
values tested.

Table 3.3: Average absolute correlation of standard, sill-nugget-ratio and sill-over-
range transformation (over range values p = {0.5,1,1.5,...,3.5}) compared. The par-
tial sill o2 is fixed at 1 and the nugget 72 is fixed at 0.05).

nu
05 | 1.5 | 25 | 35
Standard 3.23 | 2.80 | 2.49 | 2.30
Sill-Nugget Ratio | 2.96 | 3.73 | 3.68 | 3.64
Sill-over-Range 2.83 | 2.41 | 2.10 | 1.91
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Figure 3.17: 50 estimated parameters and number of iterations. Blue indicates opti-
mization on untransformed parameters and red indicates optimization on sill-over-range
transformed parameters.
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Conclusions and Outlook

4.1 Summary of Findings

The primary objective of this thesis was to address the numerical instabilities encountered dur-
ing the Maximum Likelihood Estimation of the Matérn covariance function class. By investi-
gating the internal information geometry of the Matérn parameters, namely the range p, sill o2,
smoothness v, and nugget 72, this work’s goal was to design a global reparameterization capable
of minimizing parameter correlation and improving optimization efficiency.

4.1.1 Computational Baselines and Optimization Dynamics

The optimization utilizing the optimParallel package established a baseline for how spatial
configurations and algorithmic control parameters influence the optimization convergence. Not
only the realizations of the data influence the estimate, but also the underlying geometry of the
locations. In theory, regular grids suffer from an inflexible distance distribution, whereas uni-
formly distributed locations can generate highly informative short-range clusters, which simplify
estimation of small-scale parameters, such as the smoothness. In our analysis, we came to the
same results; on grid-like locations, especially the smoothness, but also the range and nugget
effect were difficult to estimate. The uniformly distributed locations yielded more precise results.

Further, the control parameter factr had a high impact on the execution time and precision
of the results. This study demonstrated that a looser factr value significantly reduced execution
time, but lacked precision for more complex optimizations; adjusting the tolerance to factr = 10°
for the estimation of two parameters, we could reduce computational execution time without
sacrificing statistical precision. However, for the more complex estimation of 4 parameters, the
default value of 107 is needed to obtain precise results.

Moreover, this study showed that the numerical efficiency remains sensitive to the initial
parameter vector Ogayt; Optimization trajectories lengthen as the starting position moves further
away from the true parameter value. Rather surprisingly, our analysis showed that the length of
the optimization process is not solely dependent on the absolute distance to the true parameter
value. We found that a small starting value (close to 0) needed more iterations finding the MLE
than a large starting value, even though the absolute distance from the true parameter value was
smaller for the small starting point.

4.1.2 The Boundaries of Numerical Decorrelation

In the numerical phase of this research, whitening transformations derived from the Observed
Fisher Information Matrix were tested. Although an empirical whitening transformation achieves
a mathematically perfect local decorrelation, it introduces a circular dependency. Because the
construction of the rotation matrix requires prior knowledge of the MLE itself, it cannot be
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utilized to accelerate the search for that MLE, rendering it impractical for general optimization
frameworks.

Attempting to circumvent this limitation by constructing a “mean whitening transformation”
averaged across multiple data realizations proved to be unstable. A whitening transformation
is exactly tailored for one data set; averaging it and applying it to other data sets breaks the
transformation. The main reasons for that is that the mean whitening transformation incorpo-
rates extreme scaling factors, which can ill-condition the optimization landscape and introduce
extreme sensitivity to minor parameter shifts. This heightened sensitivity and structural defor-
mation prevent the optimization algorithm from converging under default control parameters;
consequently, the optimizer terminates prematurely at a suboptimal point before reaching the
true MLE. This instability highlights that purely data-driven, local transformations fail to pro-
vide a robust, generalizable geometry for spatial optimization.

4.1.3 Global Reparametrization based on analytical Correlation

To overcome the limitations of localized numerical methods, this thesis shifted toward an an-
alytical approach rooted in the Expected Fisher Information Matrix. An analytical whitening
transformation based on a simplified two-point approximation yielded satisfying results; the log-
likelihood appeared to be more spherical and the calculated correlation dropped, despite using
data following a Matérn covariance with higher smoothness. However, for the computation of
this transformation, or more precisely the diagonal scaling matrix, we again needed information
about the true parameter value and the underlying distribution of the locations.

Therefore we decided to move completely away from a Fisher Information-based transforma-
tion and only use the Fisher Information Matrix to calculate the theoretical correlation between
the parameters after defining a transformation. Therefore, alternative structural reparameteriza-
tions were tested globally utilizing the analytic computation of the theoretical correlation based
on the trace formula and the Jacobian matrix of the transformation:

e The log-Transformation: While indispensable for enforcing the structural positivity con-
straints of the Matérn family, the log-transformation features a purely diagonal Jacobian
matrix. Analytically, it does not alter the off-diagonal elements of the information matrix,
leaving the underlying parameter correlation entirely unchanged.

e The Sill-Nugget Ratio: Commonly utilized in classical spatial statistics to stabilize variance
components, this parameterization actually aggravated total absolute parameter correlation
across a majority of the Matérn domain. It only demonstrated marginal benefit in the
highly specific case of the Exponential covariance model (v = 0.5).

e The Sill-over-Range Parameterization: This formulation emerged as the most viable global
alternative. It systematically minimized the total absolute parameter correlation over a
wide spectrum of range and smoothness configurations compared to both the standard and
sill-nugget baselines.

A key theoretical insight of this thesis is the confirmation of a mathematical trade-off in spatial
information geometry: resolving the correlation between an isolated pair of parameters invariably
worsens dependencies among the remaining parameter pairs. As a result, a universally orthogonal
parameterization that entirely eliminates correlation across the entire Matérn parameter space
does not exist. Nevertheless, the proposed sill-over-range reparameterization offers a satisfying,
globally applicable compromise that smooths the ill-conditioned likelihood surface and accelerates
the numerical estimation of spatial processes.
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4.2 Outlook for Future Research

While this thesis established the global utility of the sill-over-range parameterization, several
avenues remain open for future mathematical and computational exploration:

4.2.1 Expansion to Space-Time Covariance Structures

Throughout this thesis, we applied the parameterization frameworks only on purely spatial im-
plementations of the Matérn covariance class. However, the Matérn covariance is often intrinsi-
cally used as a building block for space-time covariance functions. Expanding the Matérn with
a time dimension and a space-time interaction increases the issue with parameter correlation
and requires even more attention to transformations that address the numerical instabilities.
Investigating how, for example the sill-over-range transformation, generalizes to accommodate
cross-dimension parameters represents a next step in stabilizing high-dimensional likelihood sur-
faces.

4.2.2 Asymptotic Information Formulation via Spectral Densities

The Fisher Information Matrix derived in this work remains fundamentally conditional on the
spatial coordinate layout, as it is constructed directly from the pairwise distance matrix of
the sampling locations. An alternative way involves formulating the information matrix such
that it is not dependent on the sampling locations anymore. The spectral density can be used
to characterize this independence. Theoretically, it represents the entire space by letting the
number of observations approach infinity, thereby causing the distances between the respective
points to approach zero. Utilizing the spectral representation of the Matérn class decouples
the information geometry from the specific constraints of the observed spatial layout. While
this formulation bypasses location-specific dependencies, it remains dependent on the initial
parameter configurations.
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Appendix A

Appendix

A.1 Computational Details
R version and packages used to generate this report:

print(sessionInfo())

## R version 4.5.2 (2025-10-31)
## Platform: aarch64-apple-darwin20
## Running under: macOS Tahoe 26.5

##
## Matrix products: default
## BLAS: /System/Library/Frameworks/Accelerate.framework/Versions/A/Frameworks/vecLib.frame

## LAPACK: /Library/Frameworks/R.framework/Versions/4.5-arm64/Resources/lib/1ibRlapack.dylib;
##

## locale:

## [1] en_US.UTF-8/en_US.UTF-8/en_US.UTF-8/C/en_US.UTF-8/en_US.UTF-8

##

## time zone: Europe/Zurich

## tzcode source: internal

##

## attached base packages:

## [1] parallel stats graphics grDevices utils datasets methods

## [8] base

##

## other attached packages:

## [1] magrittr_2.0.4 kableExtra_1.4.0 optimParallel_1.0-2

## [4] mvtnorm_1.3-3 fields_17.1 RColorBrewer_1.1-3

## [7] viridisLite_0.4.2 rdist_0.0.5 spam_2.11-3

## [10] knitr_1.50

##

## loaded via a namespace (and not attached):

## [1] svglite_2.2.1 cli_3.6.5 rlang 1.1.6 xfun_0.53

## [5] stringi_1.8.7 highr_0.11 textshaping_1.0.3 dotCall64_1.2
## [9] glue_1.8.0 htmltools_0.5.8.1 scales_1.4.0 rmarkdown_2.30
## [13] grid_4.5.2 evaluate_1.0.5 fastmap_1.2.0 lifecycle_1.0.4
## [17] stringr_1.5.2 compiler_4.5.2 Rcpp_1.1.0 rstudioapi_0.17.1
## [21] maps_3.4.3 systemfonts_1.2.3 farver_2.1.2 digest_0.6.37
## [25] R6_2.6.1 tools_4.5.2 xml2_1.4.0
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A.2 Declaration of Al

Throughout this work, I acknowledge the use of Al-based language models (Google’s Gemini and
Posit Assistant). These tools were utilized to assist with language proofreading, improving the
clarity of English academic phrasing and R-Code debugging. After using these tools, I reviewed
and edited the content as needed, and I take full responsibility for the content of the report.
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