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Abstract

In this master thesis we analyse bacterial cell cycles. The goal is to give an intro-
duction of newly developed microbial growth models and compare their predictive
performance. First we present an individual-based growth-division model encom-
passing two different time- and two different trait parameters to be inferred from
single-cell data. Step by step we improve the model, introducing varying param-
eters and new dependencies triggering the division. Using Bayesian inference and
Markov chain Monte Carlo (MCMC) methods, the involved parameters for each
of the models are examined, compared and checked for plausibility. Finally the re-
sulting distributions of forward simulated data, including the growth rate, division
factor and division time, are compared visually with the available real world data
and we can show that the first and second model have some flaws where as the
third and most complex model with a new division trigger covers the real world
data very precisely. Moreover the estimated predictive density proved that the
third model, the protein model, has the best predictive capabilities. The results
suggest that there exist some universal scaling laws, which could be interesting for
further research.
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CHAPTER 1 INTRODUCTION Jonas Guler

1 Introduction

Although bacteria come in various shapes and sizes, we know that one individual
strain follows a very specific growth and division behaviour. For example, Es-
cherichia coli bacteria are normally rod-shaped. During their exponential growth
phase they become longer and longer while maintaining their diameter. When
they reach approximately double their size, they divide into two daughter cells of
more or less same size. From this example we see that these cells regulate their
shape and size very precisely. Despite extensive research there is still not a well
enough understanding on how they achieve this regulation [Amir, 2014].

To understand the growth and reproduction process mathematically and to be
able to predict various traits such as division time, we propose different models
for all size regulation. In the first part of the thesis we formulate three individual-
based growth and division models encompassing all relevant time- and trait-scales.
In fact, we want at least two different time scales related with growth and divi-
sion and two different trait scales ensuring the cell’s regulation. In past research
only one time scale was used but a recent article indicates that this is not suffi-
cient [Held et al., 2020]. The main goal for this thesis is to perform a full-fledged
Bayesian inference for the proposed models using real division data. With these
inferences and based on the ,,criticality hypothesis®, we expect that all parameters
are identifiable and that the two time scales related to growth and hazard rates are
close together [Held et al., 2020]. [Stawsky et al., 2021] postulated that for differ-
ent lineages the temporal means of the three variables lie on a two-dimensional
manifold. This shows that the three variables can regulate in a small range to
ensure the stationary of the cell sizes. In the last part we want to evaluate which
of the models performs best. Of course, first we have to understand what it means
to “perform the best“. Therefore we do a short excursion in the model selection
process which should allow us to prove a second claim: The protein model has the
best predictive capabilities and therefore fits the data the best. With these claims
in mind let us directly start with the introduction of the models.
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2 Models for single-cell data

We want to construct models which describe the growth and division of a single
cell over multiple cell cycles. Therefore we use a stochastic model. In our case
the model depends on the involved parameters and the output is some division
data. In the following sections each model is introduced in detail, together with
its process of generating synthetic data and its likelihood function which is used
later in the inference.

2.1 Basic model

In order to get familiar with and to introduce the challenges of the topic we consider
a simple model. We want to model single-cell data of the form

Yy = (7'1,7'2,...,7']\/>.

Here 7; [h] is the division time of a cell in one cell cycle i. The state of a cell at
a given time ¢ is only defined by its mass at that time denoted by z(t). Further
assume the initial size of the cell is fixed at mq [um]. The two processes used to
describe the state of a cell at a given time t are the growth and the reproduction.
The growth is supposed to be deterministic and exponential during all cell cycles
and with constant positive growth rate w; [I/n]. Hence the following ordinary
differential equation (ODE) describes the growth of a cell:

(t) = wy - ().

The reproduction is a stochastic process. Moreover the division time is described
by a random variable which is described by the hazard rate function hA(x) which

is defined as p

EIH S(t) = —h(z(t)).

where S(t) is the survival function. It returns the probability that a cell has not
divided at time . In contrast the hazard rate function h returns the probability of

a cell with trait x(t) to divide given it has not yet happened and has the following

functional form
0 T <u
h(z) = {wz'(%‘-&-v)

Py T > u.

This function only depends on the size of the cell. However there are three pa-
rameters involved: wy > 0 [1/n] is the basic hazard rate, v > 0 [um] and v > wu [um]
are two scales associated with the limiting process of the cell size. Moreover the
model assumes that the division cannot happen if the size is below the lower scale
value u and afterwards the probability of a division increases linearly with x. The
size of the cell is described by a stationary process. When a division occurs, the
cell divides into two daughter cells of equal sizes. So the state of a cell changes
according to the deterministic function:

X
Jx— —.
Ty
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With this first setting we want to generate synthetic data with fixed parameters
0 = (wi,ws,u,v) and fixed initial size my and in a second step use Bayesian
inference to see whether we can infer the parameters.

2.1.1 Generating synthetic data

The single-cell data contains a given number N of division times 7; each describing
one cell cycle 7. Therefore a division time in one cell cycle for the above model
depends on the parameters @ = (w;,ws,u,v) and the size at birth in this cycle
m;—1 [pm]. Consider the survival function S(t), which is a strictly decreasing
function starting with probability 1 at time ¢ = 0 if the initial size m;_; is bigger
than the lower scale value u. Otherwise S(t) is constant to 1 until the cell size x(t)
is bigger than the lower scale value u and afterwards it is also strictly decreasing.
The division time 7; can then be computed by solving the following system of
ODEs:

d

Ea:(t) = wy - x(t), (1)
d
Eln S(t) = —h(z(t)). (2)

This system for the above model can be solved analytically. Consider the solution
of the ODE (1) describing the size of a cell at time ¢:

z(t) = mi1 - exp(wy - ).

To find a division time we have to distinguish if the size at birth of the cell m;
is bigger or smaller than u.

Case 1: m;_1 > u
We plug the solution into the function h and solve the associated ODE (2):

%ln S(t) = —h(z(t)) = —h(m;_1 - exp(w; - t))
¢
InS(t) = _/0 Ucfu(exp(wls)mi,l +v) ds
=i /0 (exp(wis)m;—1 +v) ds
e I UL M
= ( o exp(w1t) + vt o ) . (3)

Let us first consider the second case and then summarize and describe how to
sample the division time 7;.

Case 2: m;_1 <u
First note that h(x) = 0 as long as © < u. So let ¢y, be the time when the size

u
mi—1

is equal to u, namely z(tg) = u and therefore ¢, = le In ( > So we only have

3
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to integrate over the interval [to,t]. Therefore the associated ODE (2) looks as
follows:

InS(t) = —/ h(x(s))ds

to

t
%)
= — i d
/to o u(exp(wls)m 1+v)ds

— /t(exp(wls)mi_1 +v) ds

v+u Sy,

—
M
N—

0 t <ty
e (mw—zl exp(wit) + vt — = exp(wity) — vt0> t > to.

u+v w1

Note that by definition of the function h a cell will never divide if its size is smaller
than wu.

To summarize both cases let us define ¢y, := max (0, wil In <m?_1>>, i.e. ty corre-

sponds to the time when the cell reaches size u, x(ty) = u, or to = 0 if m;_1 > u.
Hence if ¢, is positive, we know that S(¢) is constant to 1 until ¢y. So we can shift
the function S(t) to to the left and combine equations (3) and (4) to get

—W9 m;_q m;—
InS(t+ty) = . t+1 t+ty) — ty) — vt
50t +10) = o (" explin(t+10) + ot + o) = " explenta) — vt )
—W m;_1e1’0 m; et
= : 4ot — =) 5
v+u ( w1 exp(wit) + v w1 ) (5)

As a result we can use equation (5) to sample for division times 7; in the following
way. Let us draw a random number k& € [0, 1] uniformly and claim that it corre-
sponds to the probability S(t+ty). Hence we solve the equation In S(t + ;) = Ink
for ¢t which corresponds to

wo m;_ye m;_1e<1"
Ink . t t— — | =0. 6
n +v+u ( exp(wit) + v ) (6)

In the end we have to shift back which yields the division time 7; =t + 3, where
t is the solution of equation (6).

Let us summarize how we generate a data set of size N. By solving equation (6)
for ¢ we find that the corresponding division times 7; depending on the parameters
0 and the size of the cell after the division can be computed by repeating the
following N times:

1. pick k£ as a uniform random number in [0, 1],

mi—1

2. compute tyg = max (0, wil In ( o )),

3. solve the equation (6) for ¢ in the corresponding case and set the division
time to
T — t+ to,
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4. compute the size of the cell after division time 7;:

mi—1

2

m; = - exp(w1T;)

As a result we get a data set containing N division times Yops = (71, ..., 7n) and
a second vector containing the initial size my and all sizes of the cell at birth
€Tr = (TTL(],mh e ,mN_l).

2.1.2 Likelihood function

Let us assume, we have a given data set yops With N observations and an initial
cell size my. Based on this data we want to infer the parameters @ using the
likelihood function, f(yobs | @,m0). Luckily the function factorizes for the above
model

f(yobs | 07 mO) = H f(Tl ’ 07mi—1)7 (7)

where the r.h.s. describes the likelihood that a cell divides at time 7; given the
parameters 0. Since the likelihood function is the negative temporal derivative of

the survival function, we fix t; = max (O, wil In ( “ >> and consider

mi—1

1) = , ,
®) exp (*“2 : (Me“”t + vt — m;—fewlto — vt())) otherwise. (®)

u+v w1

The likelihood function is the negative temporal derivative of S(t). Note that as
t < tg the likelihood is equal to 0, otherwise we get for each division time

w2 w1t
t 0) i— = 11— !
ft]6,m; ) " (v +mi_1e')

U
: W2 (TNl et gento Lt
P (v—l—u ( w1 (e e) £ ol 0)

With this likelihood function we expect its evaluation to be efficient enough for
the Metropolis-Hastings algorithm. Hence we should be able to sample from the
Bayesian posterior

f(e | yobs) X f(yobs | H,mo) ’ f(0)7

where f(0) denotes the prior knowledge about the model’s parameters.

2.2 Varying growth and division model

The second model is an extension of the basic model. First there is no evidence
that the growth rate is constant over all cell cycles. Hence a second trait described
by a function «(t) returning the growth rate at a given time point is introduced.
As a second observation the basic model assumes for simplicity that the cell halves

5
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its size at division. This is relaxed by introducing a function () describing the
division factor for each cell cycle as a third trait. Hence the data of such a varying
growth and division model looks as follows:

yi::(naaﬁM%)Ta iz:lw"ap%

where «; [1/n] is the growth rate of a cell, §; its division factor and 7; [h] its division
time during one cell cycle . The state of the cell is defined as

a three dimensional vector with the size of the cell m(t), its growth rate «(t) and its
division factor 3(t). Assume that the growth rate a(t) and the division factor 5(t)
stay constant during one individual cycle but can vary in between two cycles. In
addition the growth process is again deterministic and described by the following

ODE:

Note that the size m(t) grows exponentially with rate «(t) during each cell cycle.
The reproduction is the same stochastic process as for the basic model using the
hazard rate function h(m(t)), but the state of the cell changes according to the
following stochastic function:

m m- (3
J:| o |~ o : 9)
p p

When a division occurs, the cell size divides according to the factor g € [0, 1]. For
the next cell cycle there are two new values. First a is the new growth rate which
is drawn from a I'(k,7n) distribution. Its probability density function is defined

as
1 @

k—1 —=
-
L'(k)n"

e n,
where (#,7) are positive scale and shape parameters and I'(x) is the gamma func-
tion evaluated at k. Second [ is the next division factor, which follows a B(x, v)
distribution to guarantee the support of only [0, 1]. Its probability density function
is defined as

flzir,m) =

I'x+v)
INOVINCD
where (x, ) are again positive shape parameters and I" the gamma function. Con-

sidering this setting we again want to generate synthetic data and try to infer the
parameters.

xx—1<1__x)u—%

flzix,v) =
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2.2.1 Generating synthetic data

For the varying growth and division model the single-cell data contains N division
times 7;, growth rates «; and division factors (; for the corresponding cell cycle
i. The data depends on the parameters 8 = (fiq, 0n, fg, 05, W2, u, v) and the size
at birth m; [um]. Note that the first four parameters are the mean and standard
deviation of corresponding growth resp. division distribution. The division times
are sampled in a similar fashion as for the basic model in section 2.1.1 except in
every cell cycle 7 one first has to draw a growth rate a; from a Gamma distribution
with parameters <%, Z—Z) and a division factor f; from a Beta distribution with
pE(—ps)—Hs0s  pg(1l—ps)®—(1—pg)og
s ’ e
a data set of size N by repeating the following N times:

1. draw a; ~ F(ﬁ U_a> and B, ~ B<M%(1—Nﬂ)_ﬂﬁ0ﬂ’#B(l—uﬁ)Q_(l—/—LB)o'B) and

0o’ pa 73 98

pick k as a uniform random number in [0, 1],

parameters < ) Hence we can iteratively compute

mi—1

2. compute tyg = max (0, a% In <L>),

3. solve the following equation (10) for ¢ in the corresponding case and set the
division time to 7; =t + t,

. a;to X aito
Ink + —2. (mz‘le exp(agt) + vt — u) —0  (10)
v+ u «; «;

4. compute the size of the cell after division time 7;

m; = ;- mi_q - eXP(Oéz‘Tz').

As a result we end up with a data set of the form:

71 TN
Y= aq I an
B BN
For programming purposes the sizes at birth @ = (my,...,my_1) are stored as

well, even though they could be computed from the data y and the initial cell size
mo.

2.2.2 Likelihood function

To discuss the likelihood function we suppose a data set yops of size N and all
sizes at birth « are given. Note that the the size at birth of the i-th cell cycle m;_;
can be computed from all previous division times, growth rates, division factors
and the initial size mg. Thus we can write m; as

m; = mi(mm T1:(i—1), X1:(i—1), 51:(1'—1)) i=1,...,N
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Similar to the basic model in 2.1.2 the goal is to infer the parameters using the
likelihood function

N

fYobs | 0,m0) = [ f(7i | i, 0,m 1) - (v | 6) - f(5: ] 6), (11)

=1

where the first factor of the r.h.s. is again the likelihood that a cell divides at time
7; given a growth rate a; and the parameters 6. Again it is the negative temporal
derivative of the survival function. So consider the survival function for one cell

cycle:
1 t <ty
S(t) =

exp (—;jfv (Meo"'t + vt — TiLetito — Ut())) otherwise.

(67 (€7

From this we see that if ¢ < tg the likelihood is equal to 0, otherwise we get for
each division time 7;:

W2 a;t
7 i707 i—1) — i— ‘
flr |« mi—1) " (v + m;_1e*")

v
W2 (M1 ait auto
: - — L (et — e t—t
exp( u+v( o (e e®') 4+ o 0)))

Recall that ¢y := max (O, a% In (

than the lower scale value u. The second factor in equation (11) is the probability

“ )) is the first time that the cell size is greater

mi—1

that the growth rate «; is drawn from a I" (ﬁ ”—“) distribution. This is simply the

oo’ pa
probability density function of the given Gamma distribution evaluated at a;. The
third factor in equation (11) is the probability that the division factor f; follows
a B pE(—np)=1sos  pp(1—pg)®—(1—pp)og
Is ’ os
density function of the Beta distribution evaluated at [;.

> distribution. Again this is the probability

In a similar way as for the basic model one can use the Metropolis-Hastings algo-
rithm to sample the Bayesian posterior

f<0|yobs) X f(yobs|07m0) : f(0>’

where f(0) denotes the prior knowledge about the model’s parameters.

2.3 Protein model

The posterior distribution of the inter division times of the varying growth and
division model indicate that the hazard rate function does not only depend on
the size of the cell (see below). Hence there is another extension to the model
by introducing a third trait to the data and modifying the hazard rate function.
As a third trait, an unspecified cellular protein level is used, which depending on
the cell type might depend on the replication process of the chromosomes or the

8
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formation of new cell membrane. Hence the data for the protein model looks as
follows:

yi = (13,04, 3)", i=1,...,N. (12)

Again 7; [h] represents the division time of the cell, «; [}/n] its growth rate, S; its
division factor and m;_; [um] its size at birth in the cycle i. The state of a cell
is therefore defined as a four dimensional vector with the size of the cell m(t), its
growth function «(t), its division function 5(¢) and the newly introduced protein
level p(t):

2(t) = (m(t), p(t), alt), B(E)".

Similarly to the varying growth and division model in 2.2 the growth rate «(t) and
the division factor §(t) are assumed to be constant during one individual cycle
but can vary in between. The growth is then deterministically described by the
following ODE:
a(t)m(t)
a(r)= | Um0 (13)
0

It is easy to see that both the size and the protein level grow exponentially during
one cell cycle and accumulate proportional to m(t). The reproduction is a stochas-
tic process and in contrast to the first two model the hazard rate function is now
depending solely on the protein level:

0 p<u
h =
v {—w;;gw pu

Note that the functional form is still the same with a hazard rate we > 0 [}/n] and
two scale values u > 0 [pm] and v > u [um] associated with the limiting process of
the protein level. Moreover the model assumes that the division cannot happen if
the protein level is below u and afterwards the probability of a division increases
linearly with the protein level p [um]. These two scale values u and v ensure the
stationary of the growth process. With these two processes the state of the cell at
a division follows the stochastic function:

m m- [
J: p —> 9

a @

p p

So the state changes are equal to the varying growth and division model in equation
(9) with the additional part that the protein level is set back to 0, when a division
occurs. Recall that § corresponds to the factor, in which the cell divides, B will
then be the next division factor and & is the new growth rate for the next cycle.
These new values are drawn from the same distributions which are specified in the
varying growth and division model 2.2.
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2.3.1 Generating simulated data

The goal is to construct a data set of size N as in equation (12) depending on
the parameters 6 = (fia, Oa, i3, 0, w2, u, v, ¢) and the initial size mg. As already
discussed in the varying growth and division model 2.2.1 the growth rate «; is

drawn from a I’ (ﬁ Z—") distribution. Further the division factor ; follows a

oo’ pla

B (*‘%ﬁ*uﬁ)wm ps(1—pg)? (1= pug)o

oB ’ o8

ﬁ) distribution. From this the division time 7;

in one cell cycle 7 can be sampled in a similar fashion as for the other two mod-
els.

Recall that the size of the cell is described in the first component of equation (13),
SO
m(t) = a;m(t),

and therefore a solution looks as follows
m(t) = m;_1 - exp(ast),

where m;_; is the size at birth. The protein level is described in the second
component of equation (13),
p(t) = caym(t),

and the solution is therefore
p(t) = emy_q - exp(agt) — cm;_q. (14)

Note that since in the model the protein level always starts at 0, so p(0) = 0, the
summand c¢m;_q has to be subtracted. Looking at the hazard rate function, note
that the cell does only divide if the protein level is higher than the parameter u.
Since v > 0 and p is set to 0 after every division one has to introduce the time
point ty when protein level is equal to u. Therefore set

=1 In (M) (15)

a; CI;—1

Since ty > 0, the survival probability S(t) =1 V¢ < to. For all t > ty the division
time 7; for one cell cycle i is then computed by solving the following equation for
t:

InS(t) = —/ h(p(s)) ds

to

t

W2 .

— / (em;_1€® — em;_q +v)ds
u+v Sy,

Wa Cmy;_—1 )
= <—eo”t —cmy_qt + vt —

B CIMy;—1 o
u-+v Q; o

fo + Cmi_lt() - ’Uto) (16)

Since the survival function is constant up to ty, we can simplify the computation
by shifting the survival function ¢y to the left. To sample division times 7; we use

10
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equation (16). Thus a uniform random number k € [0, 1] is introduced. With the
similar reason as for the basic model consider In(k) = InS(t + to) and then the
division time 7; can be computed by solving the following equation:

w cmi—q cmi_y
In(k) + — (—160‘2(”’“)) + (v — emy_y )t — ——Leoto
U+ v Q; Q;

):o (17)

Since the survival function is shifted, one has to shift back to get 7, = t +1ty, where
t is a root of equation (17). This process is repeated N times to simulate N cell
cycles and therefore can be summarized in the following four steps:
2(1—pua)—nso N2 (1
1. draw a; ~ F(%,Z—“) and f3; ~ B(uﬁ(l /tfﬁ) Me%5 s “5)%(1 “B)U’B> and

pick k as a uniform random number in [0, 1],

cmy;

2. compute tp = — - In (M)7

3. solve equation (17) for ¢ and set 7, =t + t,

4. compute the next initial size of the cell

m; = ;- mi_q - eXp(am)

As a result a data set of size N of the following form is generated

71 TN
Yy= aq )t an
B BN
For computational purposes all sizes at birth @ = (my,...,my_1) are stored as

well, even though they could be computed from the data set y.

2.3.2 Likelihood function

Suppose the above data set yops Of size N is given. The goal is to infer the
parameters 8 = (w1, 0, by, ba, ws, u, v) using a standard Bayesian approach. Since
¢ cannot be inferred, w.l.o.g we fix ¢ = 1. Therefore a likelihood function f(yeps |
0, my) is formulated, describing the likelihood that our data is generated with
the suggested parameter values. Luckily the likelihood function factorizes for the
different division times. Hence

N
f(Yobs | 8,m0) = Hf(Ti | @, 0,m;1) - f(ei | 6) - f(Bi ] 6) (18)
i=1

where the first factor of the r.h.s. is again the likelihood that a cell divides at time
7; given a growth rate a; the parameters 8 and the size at birth m;_;. As for the

11
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other two models the likelihood is the negative temporal derivative of the survival
function S(t). So the survival function is defined as

1 t <ty
|

exp <_uw_+2v (cmifl.(eait — e%i) + t(v — emy_y) + to(cmi_g — v))) t> 1,

Qg

Therefore the likelihood f(¢ | o, 8, m;—1) = 0 for t < ¢y and otherwise

[t o, 0,mi) = UWQ (U + em;_y(e*' — 1))

+v
—Wa CMyi—1 , ot a;to
e — (™" — ™) +t(v —cmy_1) + tolecmi—1 — v
s (2 (e )10 = o)+ talems <)) )
Recall the first time the protein level is greater that u is still o = ---In <%> .
i 1—1

The second factor on the r.h.s. in equation (18) is the probability that the growth
rate a; is drawn from the above specified Gamma distribution. This is simply
the probability density function of the given Gamma distribution evaluated at «;.
The third factor is the probability density function of the above specified Beta
distribution evaluated at ;.

In a similar way as for the other two models one can use the Metropolis-Hastings
algorithm to sample the Bayesian posterior

f(e ’ yobs) (S8 f(yobs ‘ 0’ mo) ’ f(0)7

where f(0) denotes the prior knowledge about the model’s parameters.

12
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3 Single-cell data

[Susman et al., 2018] collected data containing several lineages with multiple cell
cycles of Escherichia coli bacteria. To observe the growth and division cycles a so
called mother machine was used. This is a special container consisting of a main
channel, through which a fluid flows. On the sides of the main channel there are
several smaller compartments, i.e. dead-end channels, each one trapping one single
cell. Every time a cell divides, the daughter cell is pushed towards the main channel
and finally the fluid carries the cells away as illustrated in figure 1. The cells are

Main
Channel

Mother Cells

Media Flow

Dead-End ¥
Channels

Figure 1: Schematics of a mother machine [Yang et al., 2018]

then observed using microscopes and high resolution cameras. These movies are
then being analyzed to produce time series of the bacterial cell length inside the
channels. The division time points are then set every time a sufficiently big drop
in size is detected. By fitting an exponential curve to the length measurements the
growth rate is approximated as the exponent and the intercept is the initial size of
the cycle. Further the division factor is computed using the size before and after
division. As a result it can be guaranteed that the data is of high precision and low
noise-level [Stawsky et al., 2021]. Since the growth and division processes are very
complex, they depend on many more variables, such as temperature, humidity,
etc. These are kept as stable as is possible, for example the temperature was set
to 32°.

For the inferences in this thesis a single lineage was used. The lineage was chosen
because of three reasons. First of all the lineage contains a long time series of
division events, i.e. 249 divisions are observed. Hence we have a reasonable set of
points to infer our parameters and find a true parameter distribution. Secondly
the preprocessing of the data revealed that it had the least noise-level compared
with the other lineages. The only thing we have to adjust are five values of the
division factor which are very close around one. This leads to the assumption that
at this point no division happened and hence the cell cycle was extended until the
next division. Last but not least the variation of the growth rate «, the division
factor § and the division time 7 are significantly smaller than the average over all
lineages in the data. Since all lineages faced the same environmental conditions,
this indicates that the chosen lineage represents the cell cycles of single cell divi-
sion to be the most accurate. Further the data shows a very good homeostatic

13
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Figure 2: Small illustration of synthetic data with 10 division points with constant
(left) and varying (right) growth and division

behaviour. Even though we do not specifically introduce the properties of home-
ostasis, it is suggested that the cells regulate certain variables, like size, division
factor and growth rate, to maintain a homeostatic state [Amir, 2014].
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Figure 3: Time series of the 249 cell cycles collected using the mother machine

We want to give an illustration of the data. Therefore consider the plots in figure
2 where two time series with 10 cell divisions are shown. Note that the plot relates
the size of the cell at each time point. Hence we can identify an exponential growth
followed by a vertical line corresponding to a drop of the size of the mother cell
which is equal to a division event. The main difference between the two is that in
the left figure the growth rate w; and the division factor g are constant, in fact
w; = 1.0 and 8 = % In the right plot both values vary from each cell cycle to
the next. This is achieved by drawing the corresponding values from its associated

distribution. Circling back to the collected data using the mother machine, we can
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see the same relation of the cell size at each time point in figure 3. Unfortunately
we cannot differentiate each cell cycle due to the many observed divisions and
its fast division rate. However we can visually confirm the homeostasis property
introduced above.
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4 Methods

We want to use our model in two ways. On one hand keeping all input variables
fixed, we are able to generate synthetic data (see 2.1.1, 2.2.1, 2.3.1). On the other
hand assuming that we have some given single-cell data, we are interested in the
parameter values such that the model represents the data as good as possible.
Hence our task is to sample a distribution based on given data. This can be done
with Bayesian inference and Markov-Chain Monte-Carlo methods. Let us take a
closer look at these two tools.

4.1 Bayesian statistics
4.1.1 Bayesian inference

Suppose that some observations of a system are described by a multivariate random
variable Y. As we know the data can be generated using a stochastic model with
given parameters 0. In this context we argue that the probability distributions
describe the observations conditioned on the model parameters

Yy 1e), (19)

and we assume to have some prior distribution of the model parameters f(@). This
prior distributions contains any constraints on the parameters; for example their
support or a relation between any parameters. Assuming we have some observed
data yeps following the random variable Y, then the equation (19) is called like-
lihood function and characterizes the associated stochastic model. Intuitively it
returns the likelihood that the given data is generated with the conditioned pa-
rameters. To combine these two factor we need an important theorem from the
field of probability theory and statistics, namely Bayes’ theorem.

Theorem 1 (Bayes’ Theorem). Let H and E be two events such that the prob-
ability that event E is observed, is greater than 0, P(FE) # 0. Then the following
equation holds:
P(E|H)- P(H)

P(E)

P(H|E) =

Applying the theorem to our case we say that event H corresponds to a hypothesis
and P(H) estimates the probability that the hypothesis is observed, which is
described in the prior probability. Further the evidence E coincides with newly
acquired data which are not taken in consideration for the estimation of the prior
probability. The probability observing F given H is the likelihood; seen as a
function in £, P(E | H) indicates the compatibility of the evidence with the given
hypothesis. In other words it shows how likely it is that the data is generated
with the conditioned parameters. The probability P(H | E) is called the posterior
probability. It describes the probability that the hypothesis is true considering the
evidence as well. Since the factor P(E) is always the same for different hypotheses
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H , it does not affect the posterior probability and therefore we can conclude that
the posterior is proportional to the product of the likelihood function and the prior
probability [Reichert, 2014].

This concept can be extended using distributions instead of only the probability
and hence we can finally argue that the posterior distribution of the involved model
parameters given the data is proportional to the likelihood function times the prior
distribution:

fO1Y)oc f(Y [0)-f(0) (20)

Unfortunately computing the posterior distribution analytically is mostly not fea-
sible if the dimension of the parameter space grows, and so we are interested in
efficient methods to sample the posterior. Widely used techniques to sample un-
known probability distributions on a high dimensional space are the Markov chain
Monte Carlo (MCMC) methods. These cover several classes of sampling algo-
rithms including the Metropolis-Hastings algorithm which was used for sampling
in our case.

4.1.2 Model selection

Model selection is often described as a compromise between the ability of a specific
model to fit the data and its complexity. There are popular and widely used
practices for measuring the goodness of a fit. However there is no unique definition
of what complexity means, even though everyone has an intuitive understanding
of whether something is complex or not. So for appropriate model choices a good
understanding of complexity is essential. On one hand we can think of the number
of parameters as a measure of complexity. So the more parameters the more
complex a model is but there are some downsides to that, namely it does not
include the mathematical functions used in the model and does not account for
interactions between parameters. Despite the lack of a clear definition many model
selection methods use the complexity by computing a trade-off S between goodness
of a fit —F and model complexity C.

S=-F+C

Then a model is considered to perform better if S is more negative, which corre-
sponds to a good fit and low complexity [Hoge et al., 2018].

Since we are interested in the best possible predictive capabilities for a model given
observed data, then one should use the predictive density. This results in a very
robust rating score but the computation are quite sophisticated. Let us assume
that there exists a true model described by an observable random variable. The
observed data D and future data D’ are both assumed to follow this observable
random variable. For a given model one can compute its predictive density p(Y").
A model is then considered to perform better if its predictive density deviates
less from the truth. This is done by estimating the model’s logarithmic predictive
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density Inp(D") for future data D" which can be written as:

lnp(D' | D) = ln/f(D’ 19)£(0 | D) do. (21)

Hence the model’s logarithmic predictive density is equal to the integral of the
likelihood function for future data f(D’ | @) multiplied with the posterior param-
eter distribution f(@ | D). This integral yields the model rating score S and the
higher & the better the models predictive capabilities.

Let us elaborate on the predictive density in equation (21) for our models. There-
fore we split our data in two parts, a training set D and a validation set D’. The
splitting is done at random. This means out of all cell cycles we pick k cycles at
random for the validation set D" and the rest constitutes the training set D. Next
we train our models performing inference using only the training set. This yields
a posterior parameter distribution. According to the algorithm used, this is a set
of M sample points {#;},. Hence the integral of equation (21) is approximated
by

mp(D' | D)~ In (% S| oi)).

Note that the likelihood function f evaluated in the sum is different for each model.
A specific formula for each model can be found in section 2. As we are validating
for the best possible predictive capability we therefore ignore the uncertainty in
the parameters and the prior knowledge. Furthermore we are expecting very sharp
posterior distributions and hence we do not estimate the predictive density over
the whole posterior but rather only take the predictive density given the maximum
likelihood estimate. Therefore the log predictive density is estimated using the log
likelihood function on the validation data at the maximum likelihood estimates of
the training data:
Inp(D' | ) ~In f(D'|6),

where 6 is the maximum likelihood estimates.

4.2 Numerical methods: Metropolis-Hastings

Let us assume, we have a probability distribution for which sampling directly is
very difficult or computationally hard. The MCMC sampling methods solve ex-
actly that problem, i.e. we can obtain a random sample of an unknown probability
distribution. This random sample can be used to approximate the distribution us-
ing a histogram or to compute a difficult integral like an expectation value.

First of all we have to introduce the notion of a Markov chain. A Markov chain is a
special type of random process, which means it is a sequence of random variables
with the property that the probability density of each random variable condi-
tioned on the direct predecessor is independent of any other random variable in
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the chain. Hence for any state of the chain we are able to characterize its ,tran-
sition probability density* fians(Tnew; Toia). This transition probability density is
the conditional probability density for ending in state x,., given that its prede-
cessor was To,q. Note that we can interpret every state of a Markov chain as a
vertex of a graph and whenever the transition probability between two states is
positive, there exists an edge between these two vertices. The Markov chain is then
describing a random walk along the edges of the underlying graph. In addition
we also assume that this transition probability density is the same for the whole
chain, namely the chain is time-homogeneous. A time-homogeneous Markov chain
may have a stationary distribution fq, which means that it is invariant under
performing a step:

/fstat(x/>ftrans<x7 1:/) dxl = fstat(x) Vx (22)

Hence we want to design a Markov chain whose stationary distribution is the
unknown probability distribution. Unfortunately not every Markov chain has a
stationary distribution. However there are two properties which have to hold, to
ensure that the Markov chain has a stationary distribution and it also converges
to that distribution. One of the properties is the irreducibility which is defined as:
A Markov chain is called irreducible, if for any two states x and z’, there exists a
positive probability, starting in state x, that the process will enter state x’. This
means that for any two states of the Markov chain, there exists a path z — 2’ in
the underlying graph. The second property is the so called weak reversibility. This
means the Markov chain satisfies the detailed balance equation, which is

fstat(x) : ftrans(wla iL') = fstat(x/) : ftrans(l'a :U/) V.T, I’l (23)

This means that for each pair of states the probabilities of being in one state and
transitioning to the other one is equal. In fact, it has been shown that nearly every
Markov chain used in the MCMC sampling methods satisfies the irreducibility and
reversibility and therefore has a stationary distribution to which it converges to.
The stationary distribution fgq(x) specifies the probability of ending in state x
after starting in any other state and performing infinitely many steps. As a result
we can compute a sample of the designed Markov chain and use it to approximate
the stationary distribution and therefore approximate the unknown probability
distribution [Reichert, 2014].

Often the sampling methods decompose the transition density, fiuns(2’, ), into a
proposal density, fprop(2', ), and an acceptance probability, Puecept(2',x). Let us
denote the probability of staying at the same point by

Pstay(x) =1- /fprop(qzlwr) : Paccept<x/7 .CC) da’
and the transition density is then denoted by
ftrcms(xlu .CL’) = fprop(xla x)Paccept(mlv I) + Pstay(x)é(x - .CL’/>. (24)
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If we assume a proposal density is given, then using the detailed balance condition
(23) would lead to the acceptance probability:

fstat(x/) fprop(xvx,) / /

= @) Torl2) Prceept(x,2")  for x # 2. (25)
It is very easy to show that the transition density in (24) fulfills the stationary
condition (22) if the acceptance probability is as defined above. As a result we see
that any proposal distribution which leads to a recurrent transition distribution
and is associated with an acceptance probability. This fulfills equation (25) and
gives us a Markov chain whose stationary distribution corresponds to the unknown
distribution. Moreover, for the acceptance probability in equation (25) we only
need the ratio of the stationary distribution at different points, hence it is sufficient
to know a function which is proportional to the stationary distribution. This is a
crucial point for Bayesian inference because as we have seen in equation (20), we
only know that the posterior is proportional to the likelihood times the prior.

Paccept (ZIZ'/, :E)

The Metropolis-Hastings algorithm is one of the simplest sampling methods and
therefore can sample any probability distribution with an unknown probability
density provided that we know a function f which is proportional to the unknown
probability density and computationally easy to evaluate. As we have seen Bayes’
theorem 1 provides us with such a function. Therefore we assume that the un-
known stationary distribution of the Markov chain corresponds to the posterior
distribution. As a consequence we conclude that the stationary distribution is
proportional to the likelihood function times the prior distribution

fstat(0) o< f(Y [ 8) - f(0). (26)
Another huge advantage of the algorithm is that it generates a set of sample values
such that the approximation of the distribution is getting better and better as the
number of sample values increases. This is because in each iteration a new sample
value is proposed based on the previous value. Then, with some probability the
value is accepted as the next sample or it is rejected in which case the previous
value is the next sample as well. The acceptance probability follows from the
equation (25) and we set

Paccept(x,, l’) = min (]_ fstat(l'/) fprop(x, 3;',))

7 fstat(x) fprop(xl7 il?)

As a result this lead to the following sampling scheme:
1. Select a starting point x(©).

2. Based on the current point z(?, draw a new proposal z* from the proposal
distribution f,,.,(z*, ).

3. Calculate the ratio of the acceptance probability using the current and new
proposed point

o feat(@) forop(@D77) cquaion 26 SV [ 2) - f(2") fyrop(a?, %)
" atat @) o, z®) T FY [20) (@) fyrep (e, 20)
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4. Set the next point

(i+1) xz*  with probability min(1,r)
€T frg .
@ with probability 1 — min(1,7)

and proceed with step 2.

The likelihood functions used in step 3. are described for each model in its cor-
responding section 2.1.2; 2.2.2 and 2.3.2. Note that the proposal distribution can
be chosen in many different ways. The simplest and most common choice is a
classical Normal distribution of the form:

fprop('r/a l‘) ~ N(QJ, E)’

where a good choice for the covariance matrix ¥ is crucial for an efficient sampling
[Reichert, 2014]. Normally the covariance matrix is tuned during the burn-in pe-
riod by calculating the acceptance rate, i.e. the fraction of proposed values that
are accepted. It was shown that for optimal convergence of a multidimensional
stationary distribution the acceptance rate should be around 30%. However most
of the provided Metropolis-Hastings packages tune the covariance matrix auto-
matically. There are even more possible improvements which we will not cover in
detail here.

For the model discussed in the thesis an affine invariant MCMC ensemble sampler
was used. The sampler generates a set of L sequences in such a way that the
ensemble Markov chain, which is a Markov chain on the state space of the set
of sequences, preserves the product density without every individual sequence to
be independent. Simply speaking, it uses L Markov chains and runs on each of
them a Metropolis-Hastings inspired sampling algorithm. It has been shown that
the computational effort is invariant under affine transformations of the target
density but improves the convergence rate significantly. Moreover for highly skewed
distribution the affine invariant methods are significantly faster and more robust
[Goodmann and Weare, 2010]. For all our inferences we used 20 parallel chains
generating between 20’000 and 60’000 samples depending on the model of which
every tenth realization is removed (thinning). Moreover a burn-in period of 2000 —
6000 is used to calibrate the chains. Hence we end up in a range from 40’000 to
120’000 samples.
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5 Results

This section contains a collection of all the results and plots of the performed
inferences for the three models introduced in section 2. The inferences are done
in Julia due to its high performance efficiency, abilities in parallel computing and
simple syntax!. For each model we have two inferences which only vary in the
used data. On one hand we used synthetic data, i.e. data generated by fixing
all involved parameters. The reason for doing this is because when inferring the
parameters of synthetic data, we should be able to recover the ones fixed in the
generating process. Hence we can check whether the routines work as expected.
On the other hand real world data as described in section 3 is used.

5.1 Basic model

Let us start with synthetic data of the basic model. Therefore we consider 250
division points with the fixed parameters: w; =1, wy = 0.8, u = 0.2 and v = 5. For

= 034

3

S 024
0.1

0.0 1

12.5 9

10.0

7.5

v[um]

5.0 1

2.51

0.0 1

0.5 1.0 15 0.5 1.0 0.0 0.2 0.4 o 5 10
w [} w, 1 ufum] vum]

Figure 4: The parameter’s distribution using synthetic data where the fixed values
are indicated with red lines resp. crosses

LAll code is available at the following link in a github repository: https://github.com/
Buuch4K/MicrobialGrowth
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the sampling algorithm we used a burn-in period of 2000 samples for each of the
20 chains. Afterwards each chain generated 20’000 samples of which every tenth
is removed. Hence in total we generated 40’000 samples for every parameter. The
resulting distributions of all parameters are shown in the correlation plot in figure
4. We chose a very uninformative prior, namely a simple uniform distribution in

Table 1: The mean and maximal likelihood estimates (mle) of the parameters
using synthetic data

parameters | wq [Y/n] | we [Y/n] | w[pm] | v [pm]
mean 0.9498 | 0.6297 | 0.2731 | 4.6430
mle 0.8504 | 0.7140 | 0.4245 | 4.7831

[0,12]. There are two possibilities to look at with regard to the sampling of the
optimal parameters. First one can consider the mean of the distribution. However,
if the distribution is not significantly well recovered the mean does not represent
the data well enough. In that case one can examine the parameters for which
the likelihood function is maximal. In table 1 both parameter estimations are
illustrated.

3.0 35 4.0 2.0 2.5 3.0 35
w2 w3 [ ufum] vIum]

Figure 5: The parameter’s distribution using real world data
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For the second inference we used real world data instead of synthetic data to get
a first idea how the cells grow and divide. We used again the same arguments for
the sampling algorithm, namely a 2000 samples burn-in period, 20 parallel chains
generating 20’000 samples each with a thinning of 10. The correlation plot in
figure 5 summarizes the sampled distributions of all parameters 6 = [wq, ws, u, v].

Table 2: The mean and maximal likelihood estimates (mle) of the parameters
using real world data

parameters | wy [Y/n] | we [Y/n] | w [pm] | v [pm]
mean 3.6821 | 2.7527 | 7.3120 | 8.1150
mle 3.7825 | 2.6909 | 7.5302 | 9.6263

The priors for all parameters which were used in the simulation are uniform distri-
butions on [2, 10]. This was chosen by visually evaluating the maximum likelihood
estimates. Similar to the synthetic data, we are interested in the mean and the
maximal likelihood value of the parameters, which are illustrated in table 2.

5.2 Varying growth and division model

First of all notice that there are correlation plots of all involved parameters for both
data sets used in the appendix A.1. We again start with synthetic data. Therefore
we generate a data set containing 250 division points with fixed parameters. The
first four parameters describe the distribution of the growth rate o, a Gamma
distribution with p, = 1.4 and o, = 0.04, and of the division factor 3, a Beta
distribution with pg = 0.5 and og = 0.002. The other parameters describe the
hazard rate function and are fixed as wo, = 2.6, u = 2.8 and v = 3.0. Hence we
want to sample 7 parameters in total. Therefore we used again 20 chains each
sampling 40’000 realizations with thinning factor of 10 and a burn-in period of
4000. The sampler generated the mean resp. maximum likelihood values for all
parameters seen in table 3. The conditions of the Gamma and Beta distribution

Table 3: The mean and maximal likelihood estimates (mle) of the parameters
using synthetic data

parameters | jia (/o] | 0 | g1z | 05 | (/o] [ w ] | v fum)]
mean 1.4112 | 0.0382 | 0.4994 | 0.0021 | 2.7183 | 2.7955 | 2.9072
mle 1.4377 | 0.0389 | 0.5029 | 0.0018 | 2.5286 | 2.8030 | 2.9048

suggested to use different priors. Hence we used a uniform prior on [0, 3] for the
mean of the Gamma distribution and a uniform [0.4, 0.6] for the mean of the Beta
distribution. For both variances we used a uniform prior on [0,0.2] and a uniform
prior on [0, 5] for all other parameters. For better readability in figure 6 and 7 are
the sampled parameter distributions in more detail.
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The second simulation is again done using real word data described in section 3.
The same conditions are used for the sampler, which means 20 chains sampling
40’000 realizations each with a thinning factor of 10 and a burn-in period of 4000.
We again want to sample the 7 parameters 6 = [uq, 04, 15, 08, w1, u, v] against the
real world data. To achieve a good convergence the same priors as for the synthetic
data were used. An estimation of the parameter values is illustrated in table 4.
For a closer inspection consider the figures 6 and 9 as well.

Table 4: The mean and maximal likelihood estimates (mle) of the parameters
using real world data

parameters | o [0 | 0w | 5 | 05 | ws (] | wlpm] | v [m]
mean 1.3828 | 0.04518 | 0.4893 | 0.0016 | 2.0629 | 2.9034 | 3.1092
mle 1.3947 | 0.0476 | 0.4877 | 0.0017 | 1.9082 | 2.9082 | 3.0888
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Figure 8: The distribution of p,, 04, pg and o using real world data
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Figure 9: The distribution of wy, u and v using real world data

5.3 Protein model

Before we start recall that there are full correlation plots covering all involved
parameters for both data sets in the appendix A.1. For the first simulation we
start with synthetic data. Similar to the other two models we generate a data
set with 250 division points with fixed parameters. The parameters u, = 1.4 and
0o = 0.05 describe the Gamma distribution of the growth rate o and pg = 0.49
and oz = 0.002 define the Beta distribution of the division factor 5. Moreover the
remaining parameters specify the hazard rate function and are fixed as wy = 1.33,
u =04, v =0.8 and ¢ = 1.0. Note that the parameter c stays fixed during all

10 15 030 035 0.40 05 10 15
wy il ulum] v um]

Figure 10: The distribution of wy, u and v using synthetic data where the fixed
values are indicated red lines resp. crosses
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simulations and is therefore not inferred. As a result we sample again 7 parameters
in total. Further the mean and maximum likelihood values are estimated in table
5. Moreover the setting for the simulation is again 20 chains with a thinning

Table 5: The mean and maximal likelihood estimates (mle) of the parameters
using synthetic data

parameters | fio [I/n] | 04 1 og | wa [Y/n] | wlpm] | v [pm]
mean 1.4111 | 0.0537 | 0.4908 | 0.0018 | 1.4568 | 0.3972 | 0.9965
mle 1.4362 | 0.0653 | 0.4884 | 0.0019 | 1.2772 | 0.3821 | 0.9843

factor of 10. However we sampled 60’000 realizations and a 6000 burn-in period.
Analogous to the varying growth and division model the conditions of the Gamma
and Beta distribution suggested to use different priors as well. Therefore we use a
uniform prior on [0.8,1.8] for the mean of the growth distribution and a uniform
prior on [0.4,0.6] for the mean of the division factor distribution. For the variance

0.500 4
.

0.495 4
< 0490 4
0.485 4
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0.00225 4

@ 0.00200 1
[
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Figure 11: The distribution of p,, 04, g and og using synthetic data where the
fixed values are indicated red lines resp. crosses

of both distributions we used a uniform prior on [0,0.2]. Last but not least the

priors of all other parameters are uniform on [0.2,1.8]. For a more detailed view
consider the correlation plots in 11 and 10.

28



CHAPTER 5 RESULTS Jonas Guler

Consider a real world data set specified in section 3. For the sampling algorithm the
conditions are chosen exactly the same, which means 20 chains sampling 60’000
realizations while deleting every tenth and a burn-in period of 6000. So let us
again sample 7 parameters 0 = [, 0a, flg, 05, W2, U, v] against the real world data.
Identical to the synthetic data we use exactly the same priors. As a result we get
the estimations of the parameters in table 6. Consider as well the more detailed

Table 6: The mean and maximal likelihood estimates (mle) of the parameters
using real world data

parameters | jia [Vo] | 0 | gz | 05 | /] [ u ] [ o fum]
mean 1.3827 | 0.0451 | 0.4893 | 0.0016 | 1.3008 | 0.5285 | 0.5601
mle 1.3713 | 0.0512 | 0.4949 | 0.0014 | 1.2816 | 0.5241 | 0.5835

correlation plots split into two groups where one contains the parameters defining
the distributions of the growth rate and the division factor and the second one
comparing all other parameters. Note again that the parameter ¢ remains fixed at
1.0 for this simulation.

T T T
0.48 0.49 0.50 0.0015 0.0020
Hp %

Figure 12: The distribution of p,, 04, pg and o using real world data
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Figure 13: The distribution of ws, u and v using real world data
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6 Discussion

Considering the estimates and plots of the previous section, in this section we want
to emphasize some important observations and discuss the results in detail. This
includes a description of what results we expect and comparing these to the actual
sampled distributions. The discussion is again divided between the individual
models. At the end the models are also compared visually and computationally
with each other.

6.1 Basic model

Let us start by taking a look at the correlation plot in figure 4. Recall that in
this routine, synthetic data with fixed parameters is used. We immediately see
that all the Markov chains and therefore also the sampler itself indeed converge.
Moreover, comparing the parameter distributions on the main diagonal with the
fixed parameter value used in the generation, we see that all distribution include
the fixed value (red vertical lines). Furthermore for the parameters w;, ws and
v the peaks of their distribution are around the fixed values which is exactly the
behaviour we expected. The only parameter whose distribution looks very odd is u.
Even though it samples around the fixed value 0.2, its peak is bigger and the cut at
0 hints towards negative values which are not possible by the models assumption.
Notice as well that the two distributions for w; and w, are quite narrow. This
points to a very good convergence and recovery of these two parameters. On the
other hand the parameters v and v each have a wide distribution. This suggests
that the likelihood function does not have such a steep drop in the direction of
these parameters from the maximum than the parameters w; and w,. Now let
us take a look at the dependencies between the parameters starting with w; and
wy. The scatter plot in the second row at the first position illustrates that they
are positively related, in fact it seems like whenever w; grows wy grows as well.
However the correlation is very vague. Going one plot down we see that the points
scatter nearly over the whole plot. Hence the parameters w; and u are uncorrelated.
However going one plot to the right we see that wy is again positively correlated
but also for these two parameters it is very weak. Stepping again one row down we
can see that the first two coefficients w; and ws are again positively correlated to v.
These correlations are the strongest and indicate that as the growth rate and the
hazard rate increases the trait scale v increases as well. However, when we take this
into context with regard to the bacterial growth, we don’t really know, whether
v which controls the stability of the cell size should affect the speed at which
the cell grows. Last but not least the two trait scales u and v are uncorrelated.
However we know that these two parameters depend on each other since u cannot
be smaller than v by construction of the model. Because in our case v is much
bigger than u, we do not see this dependency at all. Hence we would expect that
there is a strong correlation such as if v increases v must increase as well to keep
the inequality true.
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Considering the means of all sampled parameter distribution, shown in table 1, we
see that they are very close to the true values. This indicates that the sampling
routine works well and we are able to recover these parameters from the synthetic
data.

Let us compare the two correlation plots for synthetic data in figure 4 and for real
world data in figure 5. First of all we see that none of the parameters in the real
world data are uncorrelated. Even more some parameters seem to be negatively
correlated which means that when one is increased the other one decreases. For
example the growth rate w; and the hazard rate w, have this behaviour. Thinking
of the bacterial growth process this makes sense because if the cell grows faster,
it reaches the upper trait scale v faster and therefore should initialize its division
quicker compared to a slower growth rate. Since the initialization of the division is
simulated at random in the model, a smaller value for w, corresponds to a smaller
probability to survive with growing cell size. The synthetic data indicated that
wy and u are uncorrelated. However the real world data suggests a very strong
dependency. In fact the first scatter plot in the second row is extremely narrow
and therefore the evidence is strong. An explanation for this behaviour is that if
the cell grows quicker the lower trait scale is exceeded faster and therefore the cell
can divide quicker. As a chain reaction the upper trait scale must be increased as
well to ensure the condition v < v. This condition can be seen in the first and third
scatter plot of the bottom row. The points form a sharp line at the bottom of the
blue crowd indicating that whenever the condition u < v is false the parameters
are rejected while sampling.

Let us continue with inferring the parameters using real world data and analyse
these results. Therefore consider the correlation plot in figure 5. First of all
we see that also in this case the chains are very well converged, especially for the
parameters u and v which showed greater difficulties with synthetic data. Taking a
look at the distributions we see that most of them are quite narrow. As we expected
the growth rate can be recovered very accurately. Moreover the hazard rate shows
a very nice normal distribution with mean around 2.75. We can also acknowledge
that the hazard rate has the smallest effect on the other parameters, since the two
scatter plots below show a nearly horizontal linear fit. The parameters u and v are
in a very similar range and we can clearly see the condition that u < v as already
mentioned above. The steep drop of the distribution of v and the steep increase
of the distribution of v are both caused by this condition. When we compare the
estimates for v and v with the cell sizes of the data set, shown in figure 3, we notice
that the cell size climbs over u only twice in the whole time series. According to the
model’s hazard rate function the cell is only allowed to divide when its size is above
u. Obviously this is not valid for the sampled distribution of u. Hence we can
conclude that the model is not sufficient to recover the parameters, even though
the sampling converges. This observation leads to relaxing the conditions on the
constant growth and division rate which is achieved in the second model.
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6.2 Varying growth and division model

To start with notice that for this model we have seven parameters which are
inferred. As mentioned in section 5.2 the first two define the Gamma distribution
from which the growth rate « is drawn. The division factor [ is drawn from a Beta
distribution which is specified by the second two parameters. These parameters
are mainly used in the generation of synthetic data, since a and ( are part of
the data. The remaining three parameters are again defining the hazard rate
function. As a consequence the first four parameters are recovered directly from
the data whereas the other parameters are more complex to recover. Note that
although there are almost twice as many parameters, the sampling routine could
manage to find converging distributions. A total overview of these distributions is
presented in figure 21. Since the scatter plots in the lower left corner indicate that
there is no correlation between the first four and last three parameters because its
corresponding linear fits are all horizontal, we can zoom into the scatter plot which
is illustrated with the figures 6 and 7. Hence let us start with the mean p, and
standard deviation o, of the growth rate o which follows a Gamma distribution.
The scatter plot between p, and o, is the only one in the first group which
indicates a correlation. Hence as the mean grows the uncertainty grows as well
which will flatten the distribution and does not affect the model too much. All
other plots suggest no relation between any of these parameters. Comparing the
fixed values for each parameter with the sampled distribution we see that all are
recovered extremely well. All of their peaks correspond to the fixed values which is
the expected behaviour because these parameters are recovered directly from the
data. Consider the second group, namely the parameters ws, u and v. Starting
with the comparison to the fixed values we notice that ws is too high, but v and v
are closer to its fixed values. In fact u has its peak directly at 2.8 but afterwards
there are no possible values for u. Of course this is due to the condition of the model
that u < v. Since v is fixed at three which is very close, the lack of bigger values for
u is understandable. However it is interesting that the likelihood estimate is better
if v is very close to u. This can also be seen in the maximum likelihood estimates
in table 3. Last but not least the correlations between these three parameters, if
there are any, are very weak. Since the scale of the plots start at different values, it
is also not easy to equally see the condition u < v as for the basic model with real
data. However the nearly straight borders of the scatter plot are induced by this
condition. To sum up, the mean and maximum likelihood values are extremely
close which indicates narrow samples for each parameter.

Equivalently to the basic model we also performed a sampling using the real world
data. In figure 22 is a complete overview of the seven parameter distributions fol-
lowed by the mean and maximum likelihood estimated in table 4. The results show
very narrow distributions and a very good convergence. Similar to the synthetic
data we can again group the parameters and focus on the sub plots in figure 8 and
9. The correlation plot of the first four parameters looks almost equal to one for
synthetic data. Since the fixed values are chosen according to the mean estimates
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for the real world data to improve convergence, it is reasonable to obtain a similar
result. Consider the distributions of the second group wy, u and v. We again see
that there are only very weak correlations between these parameters although we
would expect high dependencies, especially between v and v. Even though there
is a steep drop to ensure that w is small enough and an equally steep increase as
v needs to be bigger but the scatter plots suggests that for every fixed value of
u, v can be any of its possible values. The same argument holds in the oppo-
site direction as well, so fixing v at any value then u can be any supported value.
Thinking at the growth process and its sensitivity to environmental conditions this
seems way too simple. Notice that for the basic model we have observed that the
trait scales u and v are outside the actual cell sizes. When we take a look at the
estimates for both using the varying growth and division model, we see that both
fit the sizes better. This corresponds at least visually to the cell cycles in figure 3.
Hence we can confirm that the extension hints to a better fit of the data. However
the missing correlations indicate that the hazard rate function is not yet optimal.
This leads to the introduction of the protein level which triggers the division in
the third model.

6.3 Protein model

The synthetic data used for the protein model is generated with the following fixed
parameters: i, = 1.4, 0, = 0.05 for the growth rate o and pg = 0.49, o3 = 0.002
for the division factor 5. Further wy, = 1.33, u = 0.4, v = 0.8 and ¢ = 1.0 define the
hazard rate function. Recall that the parameter ¢ stays fixed during all sampling
routines. A summary of the other parameters is illustrated in the correlation plot
23. Again notice that the scatter plots in the left lower corner indicate that there
is no correlation between the first four and other three parameters. Hence we
analyse the dependencies separately by considering the correlation plot 11 first.
Comparing the histograms of the parameters with the fixed values we see that all
peaks of the distributions are around the fixed values. Hence we can observe a very
good recovery for these four parameters. Because these parameters are retrieved
from the data directly we are expecting a very accurate recovery. Looking at the
relations between these parameters we see that except i, and o, all are completely
uncorrelated. Of course, the bacterial growth process suggests that the growth rate
and the division do not relate to each other in any way. However the mean
and standard deviation o, are positively correlated, meaning if the mean increases
the standard deviation increases as well. In context with the growth rate of a
cell this definitively makes sense. Because we assume that the growth rate is
independent of any previous one, it can at any point be much slower than a fixed
number of preceding growth rates. Hence if the mean is increased, the standard
deviation must be increased as well to cover the fixed values. Moreover increasing
the standard deviation flattens the growth distribution which leads to a higher
variability of growth rates. As we have already mentioned the cell preserves a
homeostasis’ property, so allowing a flattened growth distribution leads to some
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faster growth rates but on the other hand also slower ones. Hence the property is
not violated. The other three parameters ws, u and v in the correlation plot 10
are more interesting in their relations. First of all the distribution of wy is wide
and therefore the recovery of the fixed value is not very precise. Nevertheless the
maximum likelihood estimations suggests that the values concentrate around the
fixed value but the mean is a bit bigger. The estimate for u is very narrow which
indicates a very precise recovery and we have a steep drop for big values of
which again is induced by the condition v < v. However the values for v start at
0.5 which is already bigger than the biggest values for u. The distribution of v is
again very wide and the recovery is therefore not precise. Although the peak of the
histogram is approximately at the fixed value the maximum likelihood estimate is
slightly off and the mean even more due to the bigger tail. The bottom left scatter
plot show a high correlation between wy and v. Recall the definition of the hazard
rate function for the protein model, we see that increasing v flattens the function.
On the contrary increasing ws elevates the function. Hence this correlation ensures
a stable increase of the hazard rate function when varying these two parameters.
Notice that the values for u and v are again not in the range of the cell size.
However for the protein model v and v no longer are scale values for the cell size
because the division is now induced by an unobserved protein. Hence u and v are
scale values for this protein level, while still ensuring the stationarity of the growth
and division process.

Let us go one step further and consider the results for the protein model using the
real word data introduced in section 3. The correlation plot in figure 24 shows a
complete summary of all parameters. Again remember that the parameter ¢ = 1
stays fixed. The summary plot indicates that the first four parameters and the last
three are again uncorrelated and therefore we can analyse them using the figures 12
and 13. Both correlation plots show a very good convergence as the distributions
are narrow. The mean and the maximum likelihood estimates, shown in table
6, are for every parameter very close which indicates a very high precision. The
scatter plots of the first four parameters describing the growth and division distri-
bution display the exact same behaviour as for the synthetic data. However the
distributions for the parameters wy, v and v are totally different. For the first time
all of these parameters are correlated with each other. The strict cut in the points
of the bottom right scatter plot indicates the condition u < v, which we have dis-
cussed many times by now. Moreover it seems that the most accurate estimates for
u and v are very close together. So the unobserved protein level which triggers the
cell division, increases linearly with gradient approximately w,. The correlations
shown in the first column effects the gradient of the hazard rate function. The
two parameters v and v flatten the function if their values are increased. Since
increasing ws elevates the function, these parameters keep the function stable with
a gradient close to wo. This also explains the positive correlations. Increasing both
u and v the hazard rate function becomes flatter and flatter. This explains why
both distributions are extremely narrow. According to the maximum likelihood
estimates these two parameters should sum up approximately to 1. To sum up the
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estimates for all parameters seem very accurate and therefore we claim that the
protein model fits the real world data the best. This claim will be verified in the
next section 6.4.

6.4 Model comparison

Let us start by comparing the basic model visually. Since for this model the
growth rate w; = 1 and division factor f = % are both constant, we only consider
the histogram of the division times 7. The histogram in figure 14 shows the
distribution according to the observations in the mother machine (in blue) and the
distribution of forward simulated data using the maximum likelihood estimates of

the inference with real world data as fixed parameters (in green).
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Figure 14: Distribution of the division time 7 [h]

We see that the distributions differ quite heavily as the forward simulated division
times are for the most part smaller than the real one. Especially there are many
which are very close to 0. This behaviour can be explained by looking at the
definition of the hazard rate function for the basic model. There we see that if
the cell size is bigger than the scale value u, the chance for a division to happen
increases linearly with the size. Hence, if the size at birth is bigger than u, the
chance increases immediately, leaving almost no time for the DNA replication
process. Of course from a biological point of view the cell division process does
not work like that.

Let us continue with the varying growth and division model. Here we have three
trait scales, the division factor g, the growth rate « [!/n] and the division time
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7 [h]. Further, we compare two different data sets. One consists of observed cell
divisions and the other is a forward simulation done by the model, where the
maximal likelihood estimates, of the real world data, are used as fixed parameters.
Since the mean and standard deviation of the growth rate a is recovered in the
inference very precisely, we expect the growth distribution of the forward simulated
data to cover the real world data almost fully. The same behaviour is observed
for the mean and standard deviation of the division factor and hence the division
distribution. The figures 15 and 16 support that.
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0.5 1.0 15 2.0 25 0.3 0.4 0.5 0.6 0.7

Figure 15: Gamma distribution of Figure 16: Beta distribution of the
the growth rate o [1/n] division factor
[ real world

[ simulated

0.0 05 10 1s
Figure 17: Distribution of the division time 7 [h]

Unfortunately the distributions of the division time in figure 17 still differ heavily.
Since the same hazard rate function was used in this model as for the basic model,
we still have the same issue. All division times close to 0 indicate that the size at
birth for this cell cycle is bigger than the lower scale value u. Hence according to
the hazard rate function the chance for the cell to divide increases immediately.
This is the reason why we introduced an unobserved protein level which might
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trigger the divisions in the cell and therefore change the hazard rate function to
depend solely on this protein level.

Last but not least let us consider the distributions of the protein model. Similarly
we have the same three trait scales as for the varying growth and division model,
the division factor §, the growth rate « [1/n] and the division time 7 [h]. The real
world data (in blue) consists of 249 observations where as the forward simulated
data (in green), where we used the maximum likelihood estimates of the real world
data as fixed parameters, contains 2500 divisions.
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Figure 18: Gamma distribution of Figure 19: Beta distribution of the
the growth rate a [1/n] division factor g

As we have expected the inference is able to recover the mean and standard devi-
ation of the growth distribution o and the division distribution § with a very high
accuracy. This can be seen in the figures 18 and 19. As we see the forward sim-
ulated data for both distributions covers the real world data almost everywhere.

[ real world
[ simulated

0.0 0.5 1.0 15

Figure 20: Distribution of the division time 7 [h]
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Since we have introduced a different hazard rate function, we expect a different
distribution for the division time 7, which has its peak not close to 0. As we can
see in figure 20 the distribution is indeed closer to the real data. However the
peak of the real world data which seems to be around 0.5 is still missed. One
explanation is that the high values in the real world data force the model into
a wider distribution and as a consequence it becomes flatter. So in that sense
the model overcompensates the high values with more small values. Nevertheless
comparing with the division times in figure 17 we clearly see an improvement.
Especially in the introduction of the protein level, which starts in every cell cycle
at 0. The new hazard rate function results in the desired effect of giving each
cell some time until the chance of a division increases. Hence to sum up we can
see that these three histograms, 15, 16 and 17, visually support that the protein
model has the best predictive capability.

Table 7: The means and standard deviations (in brackets) of the predictive density
estimates for the three models

predictive density estimates
basic model | varying model | protein model
58.5 (£3.75) | 199.6 (£2.14) | 235.4 (£4.76)

To fully prove the claim raised in the introduction, we estimate the predictive
density for each of the model multiple times using different observed vs. unob-
served data splits of the real world data. This means we pick 100 cell cycles at
random for the validating set and the remaining 149 cell cycles form the training
set. Then we train the model using the training set and estimate the predictive
density using the validating set. This process is repeated multiple times for each
model to get the resulting predictive density estimates shown in table 7. As we
can see the protein model has in the mean the highest score. Hence its overall
predictive capability, compared to the other two models, is the best. In addition
there is also evidence that the constant growth and division is just not sufficient
to model single-cell data.
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7 Conclusion

A thoughtful analysis would conclude that the proposed models using two differ-
ent time scales associated with growth and division and two different trait scales
regulating the cell size perform well. The goals specified in the introduction are
achieved. In the present work we introduced three growth and division models
and performed a full-fledged Bayesian inference for each of them.

The basic model is a first approach, simplified by using constant growth rate and
division factor. As it is the first time two time and two trait parameters are
used, it was not clear from the beginning that we would be able to recover all of
them. However the inferences show that it works with high accuracy. Of course
we expected some flaws in this model which are caused by the constant growth
and division and the hazard rate function.

As a consequence the varying growth and division model accounts for one part
of the issues. The resulting model depends on 3 additional parameters making it
up to 7 in total. However the inference was able to recover all parameters and
achieved a significant increase in the predictive capabilities of the model. This is
supported by the much higher predictive density estimate in table 7. The figure
17 indicates that the hazard rate function is still not optimal since the division
times are still too close to zero.

The introduction of the protein level and changing the hazard rate function to
solely depend on the protein level solved this issue. As there are the same number
of parameters as for the varying growth and division model we are again able to
recover all of them. Although the protein level is unobserved in the real world
data, the resulting distribution of division times in figure 20 shows that now for
each cycle we first have to wait until the protein level hits the lower scale value
u and then a division can occur. This yields to a even better fit of the real
division time distribution. Comparing the predictive capability of the protein
model in table 7 we have proven our claim raised in the introduction that the
protein model performs best. The suggestion of the article [Held et al., 2020] to
use two different time scales for modelling single-cell data seems to outperform
the previous approaches. Further the two time scales, p, for the growth and ws
for the division, are very close together as we have conjectured. Hence using the
present work as a foundation there may exist some universal scaling laws between
some quantities like mean cell size, auto-correlation, division rate, etc. Since these
quantities can be found directly in the data, one could further investigate data
sets with different growth conditions and may be able to extract these scaling
laws. However we leave this for future research.
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A Appendix

A.1 Correlation plots

Varying growth and division model

Figure 21: The parameter’s distribution using synthetic data
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Figure 22: The parameter’s distribution using real world data
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Protein model

Figure 23: The parameter’s distribution using synthetic data
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Figure 24: The parameter’s distribution using real world data
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